CSE 457, Spring 2000

Clarifications for Homework 2.

Problem 1:

This problem is about shading effects and understanding how the various components of the shading equation operate. 

Don't worry about saturation and clamping, just assume that the light levels and k values are such that everything operates within displayable limits. The color white is used in the description to tell you that the R, G, and B components are all the same level, not to indicate that they are all at the maximum level. Another way to say it is that the lights and the material are all shades of gray (although that sounds kind of macabre). 

The global ambient light is assumed to be turned on throughout problem 1. 

Problem 2b: 

The question is really asking "under what circumstances or by making what approximations might L and V be assumed constant for all points on the surface of the object as seen for any pixel on the image plane." Naturally, L and V are constant for any one point on the surface. We're trying to get you think about when L and V are roughly constant essentially everywhere in the scene. 

Problem 4: 

In problem 4, we ask you to do some analysis of distribution ray tracing vs. the modified z-buffer ray tracer proposed. When thinking about this, you should consult the lecture notes, esp. slide #18, which describes in detail how distribution ray tracing is implemented for glossy surfaces (and, by straightforward extension, to translucent surfacse). Note that slide #17 shows a line drawing at the top of the slide that is a depiction of the rays we would like to be summing over, but distribution ray tracing only *approximates* this using the method described in slide #18. 

In addition, distribution ray tracing generally breaks up a pixel into sub-regions and jitters and casts rays through these sub-regions. In class, we used the example of subdividing a pixel into 16 regions. When we average these values together, you will get some antialiasing as desired. You may assume that we break up each pixel into 16 sub-regions and do the analysis accordingly. 

To be completely fair, however, we should also apply supersampling at the image plane in the z-buffered approach, so that it gets the benefit and pays the price for some antialiasing. This would mean rendering the scene at 4n x 4n resolution at the beginning (and *only* at the beginning), then following the rays as described, and finally averaging each neighboring 4x4 region to get an n x n image again. 

I would prefer that you view the problem in this manner, 16 sub-pixels for both z-buffering and distribution ray tracing. However, we will not be picky about this when grading. These "16's" will just be factors in front of your answers, and we're mostly interested in seeing how the n's, k's, and m's play a role in the final answers. 

Other notes about problem 4: 

The objects drawn are just a sketch representing an arbitrary scene, which can in general be quite complicated, i.e., with lots of objects with glossy surfaces, and also translucent surfaces where applicable. 

"k" bounces just means setting the ray tracing depth to "k" as you did in the trace project.

Problem 6:

 Another way to phrase question 6d is as follows: 

6d. We can now treat the photograph of the chrome circle as an environment map. If we were to ray-trace a new, shiny object and index into the environment map according to each reflection direction, what types of errors would we expect to see in the resulting image?

