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Course	  Outline	  

•  Sta)c	  analysis	  
•  Language	  design	  
•  Program	  Verifica)on	  
•  Dynamic	  analysis	  
•  New	  compilers	  

– superop)mizers	  
– synthesis-‐based	  transla)on	  

We	  are	  here	  
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Announcements	  
•  HW1	  scores	  out	  

•  HW2	  due	  on	  June	  9th	  
–  Post	  on	  forum	  if	  you	  have	  ques)ons	  

•  Project	  presenta)ons	  next	  Thursday	  
–  10	  min	  presenta)on	  for	  each	  group	  
–  Signup	  will	  be	  posted	  

•  Project	  final	  report	  due	  on	  June	  9th	  
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Why	  compilers	  

•  U)lize	  everything	  we	  learned	  in	  this	  class	  
– Sta)c	  analysis	  
– Verifica)on	  	  
– Tes)ng	  

•  What	  this	  class	  was	  originally	  about!	  
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Outline	  for	  today	  

•  Classical	  op)mizing	  compilers	  
•  Superop)miza)on	  

– High-‐level	  idea	  
– Algorithms	  
– Examples	  

•  Massalin	  
•  Denali	  
•  STOKE	  
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Op)mizing	  compilers	  

•  Tools	  that	  generate	  op)mal	  code	  
– Smallest	  executable	  size	  
– Shortest	  run)me	  
– Smallest	  footprint	  

•  Issues	  to	  consider	  
– Soundness	  
– Compila)on	  )me	  
– Op)mality	  
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Op)mizing	  Compilers	  
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Parser 

Semantic analysis 

Intermediate 
code generator 

Optimizer 

Machine code 
generator 

Input code 

Syntax tree 

Syntax tree 

Int. representation 

Int. representation 
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High-level IR 

Loop transformations 

Instruction selection 

High-level IR 

IR translator 
Low-level IR 

Low-level IR 

Peephole transforms 

… 



Peephole	  op)miza)on	  

•  Purely	  syntac)c	  driven	  transforma)on	  rules	  
– Usually	  done	  on	  low-‐level	  IR	  

•  Rules	  have	  the	  form:	  	  
–  If	  instruc)ons	  match	  pa^ern	  then	  apply	  rewrite	  

•  “grep”	  over	  instruc)on	  sequence	  
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Example:	  eliminate	  redundant	  stores	  

LD a, R0 	  load	  address	  a	  into	  R0	  
ST R0, a 	  store	  contents	  of	  R0	  to	  address	  a	  
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LD a, R0 	  	  
In	  general:	  	  
{	  LD %x, %y ; ST %y, %x }	  à	  {	  LD %x, %y	  }	  
	  
	  
•  But	  store	  instruc)on	  must	  not	  have	  a	  label	  



Example:	  control-‐flow	  op)miza)ons	  

goto L1 
… 
L1: goto L2 
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goto L2 
… 
L1: goto L2 

goto L1 

… 

L1: if c goto L2 
L3: 

if c goto L2 
goto L3 
 
L3: 



Example:	  algebraic	  rewrites	  
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add %x, 0 (none) 

mul %x, 2 shl %x, 1 

Example:	  machine	  idioms	  
add %x, 1 inc %x 



Example:	  GCC	  architecture	  
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GCC	  op)miza)on	  passes	  
•  Tree	  SSA	  passes	  

–  Remove	  useless	  statements	  
–  OpenMP	  lowering	  
–  OpenMP	  expansion	  
–  Lower	  control	  flow	  
–  Lower	  excep)on	  	  
–  Build	  the	  control	  flow	  graph	  
–  Enter	  sta)c	  single	  assignment	  form	  
–  Warn	  for	  unini)alized	  variables	  
–  Dead	  code	  elimina)on	  
–  Dominator	  op)miza)ons	  
–  Forward	  propaga)on	  of	  single-‐use	  variables	  
–  Copy	  Renaming	  
–  PHI	  node	  op)miza)ons	  
–  May-‐alias	  op)miza)on	  
–  Profiling	  
–  Sta)c	  profile	  es)ma)on	  
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GCC	  op)miza)on	  passes	  
•  Lower	  complex	  arithme)c	  
•  Scalar	  replacement	  of	  aggregates	  
•  Dead	  store	  elimina)on	  
•  Tail	  recursion	  elimina)on	  
•  Forward	  store	  mo)on	  
•  Par)al	  redundancy	  elimina)on	  
•  Full	  redundancy	  elimina)on	  
•  Loop	  op)miza)ons:	  

	  
Loop	  invariant	  mo)on.	  	  
Canonical	  induc)on	  variable	  
crea)on.	  	  
Induc)on	  variable	  op)miza)ons.	  	  
Loop	  unswitching.	  	  
Vectoriza)on.	  	  
SLP	  Vectoriza)on.	  
Autoparalleliza)on.	  	  
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•  Tree	  level	  if-‐conversion	  for	  vectorizer	  
•  Condi)onal	  constant	  propaga)on	  
•  Condi)onal	  copy	  propaga)on	  
•  Value	  range	  propaga)on	  
•  Folding	  built-‐in	  func)ons	  
•  Split	  cri)cal	  edges	  
•  Control	  dependence	  dead	  code	  elimina)on	  
•  Tail	  call	  elimina)on	  
•  Warn	  for	  func)on	  return	  without	  value	  
•  Leave	  sta)c	  single	  assignment	  form	  
•  Merge	  PHI	  nodes	  that	  feed	  into	  one	  another	  
•  Return	  value	  op)miza)on	  
•  Return	  slot	  op)miza)on	  
•  Op)mize	  calls	  to	  __buil)n_object_size	  
•  Loop	  invariant	  mo)on	  
•  Loop	  nest	  op)miza)ons	  
•  Removal	  of	  empty	  loops	  
•  Unrolling	  of	  small	  loops	  
•  Predic)ve	  commoning	  
•  Array	  prefetching	  
•  Reassocia)on	  
•  Op)miza)on	  of	  stdarg	  func)ons	  



GCC	  op)miza)on	  pass	  manager	  

•  The	  pass	  manager	  is	  located	  in	  passes.c,	  tree-‐
op)mize.c	  and	  tree-‐pass.h.	  It	  processes	  passes	  
as	  described	  in	  passes.def.	  	  
	  

•  Its	  job	  is	  to	  run	  all	  of	  the	  individual	  passes	  in	  
the	  correct	  order,	  and	  take	  care	  of	  standard	  
bookkeeping	  that	  applies	  to	  every	  pass.	  
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Issues	  with	  pass	  organiza)on	  

•  Pass	  ordering	  
•  Sojware	  maintainability	  

– Dependencies	  among	  passes	  
– Adding	  /	  removing	  passes	  

•  Code	  “op)mality”?	  
– This	  is	  equivalent	  to	  inven)ng	  the	  best	  algorithm	  
for	  carrying	  out	  a	  certain	  task	  

– Problem	  is	  undecidable	  in	  general	  [Toua)	  et	  al]	  
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Alterna)ves	  

•  CompCert	  
– Addresses	  soundness	  issue	  

•  Superop)miza)on	  
– Addresses	  the	  ordering	  issue	  
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Superop)miza)on	  

•  Given	  code	  fragment	  C:	  
– exhaus)vely	  search	  through	  all	  seman)cally-‐
equivalent	  rewrites	  of	  C	  such	  that	  it	  is	  op)mal	  

•  Issues	  
– Exhaus)ve:	  search	  space	  blows	  up?	  
– Seman)cally-‐equivalent:	  how	  to	  check?	  
– Op)mality:	  how	  to	  evaluate?	  
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Superop)mizer,	  the	  original	  version	  
[Massalin,	  ASPLOS	  87]	  

•  Finds	  shortest	  program	  that	  computes	  the	  
same	  func)on	  as	  C	  

•  C	  is	  a	  sequence	  of	  assembly	  instruc)ons	  
– Straight-‐line	  code,	  no	  loops,	  jumps	  etc	  

19	  



Algorithm	  

L = generateCandidates(C); 

best = C; 

for (l in L) { 

  if (l == C) 

    best = l; 

} 

return best; 
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Genera)ng	  candidates	  

•  Choose	  subset	  of	  target	  machine’s	  instruc)on	  
set	  

•  Enumerate	  instruc)ons	  of	  length	  1,	  2,	  …	  ,	  
length	  of	  original	  code	  
–  Is	  this	  a	  good	  strategy?	  

•  Op)miza)on:	  
– Remove	  obvious	  “non-‐candidates”	  
– MOV A, B; MOV B, A 
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Proving	  program	  equivalence	  

•  Strategy	  1:	  Encode	  inputs	  as	  boolean	  vectors	  
•  Encode	  instruc)on	  seman)cs	  as	  func)ons	  on	  
boolean	  vectors	  

•  Example:	  
–  AND RA,RB :	  
<a0a1a2a3a4a5a6a7>	  &	  <b0b1b2b3b4b5b6b7>	  
=	  <a0&b0	  a1&b1,	  …,	  a7&b7>	  

•  Represent	  func)ons	  as	  minterms	  
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Minterms	  
•  Product	  of	  all	  variables	  in	  func)on	  s.t.	  it	  is	  
equal	  to	  1	  on	  exactly	  one	  row	  in	  the	  truth	  
table	  

•  Example:	  
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A	   B	   C	   A	  |	  B	  |	  C	  

0	   0	   0	   0	  

0	   0	   1	   1	  

0	   1	   0	   1	  

0	   1	   1	   0	  

1	   0	   0	   1	  

1	   0	   1	   0	  

1	   1	   0	   0	  

1	   1	   1	   1	  

Minterms: 
¬A¬BC  
¬ABC  
A¬B¬C  
ABC 



Minterms	  

•  Can	  compare	  implementa)ons	  seman)cally	  
by	  matching	  minterms	  

•  Issue:	  
– Number	  of	  minterms	  might	  blow	  up	  
– Model	  8-‐bit	  register	  addi)on	  as	  8	  bit-‐wise	  
func)ons	  

•  How	  many	  minterms	  will	  there	  be?	  

24	  



Proving	  program	  equivalence	  

•  Strategy	  2:	  random	  tes)ng	  
•  Small-‐scope	  hypothesis:	  

– a	  high	  propor)on	  of	  errors	  can	  be	  found	  by	  
tes)ng	  a	  program	  for	  all	  test	  inputs	  within	  some	  
small	  scope	  	  

•  Choose	  random	  test	  inputs	  
•  Run	  boolean	  verifica)on	  if	  no	  errors	  found	  
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Denali	  [Joshi	  et	  al,	  PLDI	  02]	  
•  Same	  setup	  as	  Massalin	  

– Op)mize	  straight-‐line	  code	  	  
–  Search	  for	  seman)c-‐equivalent	  sequence	  of	  
instruc)ons	  that	  can	  be	  executed	  using	  the	  fewest	  
number	  of	  cycles	  

•  Be^er	  ways	  to	  generate	  candidates	  	  
–  Specialized	  data	  structure	  for	  storing	  func)onal	  
equivalences	  

	  
•  Use	  SAT	  solver	  for	  find	  sequence	  of	  instruc)ons	  
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Genera)ng	  candidates	  

•  Algebraic	  axioms	  
– Ɐ	  x,	  y	  .	  add64(x,	  y)	  =	  add64(y,	  x)	  
– Basically	  func)onal	  equivalences	  

•  Architectural	  axioms	  
– Ɐ	  x,	  y	  .	  add(x,	  y)	  =	  add64(add64(x,	  y),	  carry(x,	  y))	  
– Basically	  architecture-‐specific	  peephole	  
op)miza)ons	  
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Genera)ng	  candidates	  

•  E-‐graph	  encodes	  all	  equivalent	  expressions	  
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Denali by example

7

∀ k, n. 2n = 2**n

∀ k, n. k*2n = k << n

∀ k, n. k*4 + n = s4addl(k, n)

…

reg6 * 4 + 1

E-graph matching

SAT

s4addl(reg6, 1)

reg6

*

4

+

1

2

*

2

2

<<
s4addl



Genera)ng	  candidates	  

•  Genera)on	  process	  is	  non-‐determinis)c	  
– “[Denali	  generates	  all	  seman)cally	  equivalent	  
expressions]	  if	  the	  matching	  phase	  is	  allowed	  to	  
run	  long	  enough,	  and	  if	  the	  heuris)cs	  that	  are	  
designed	  to	  keep	  the	  matcher	  from	  running	  
forever	  don’t	  mistakenly	  stop	  it	  from	  running	  long	  
enough”	  
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Search	  for	  the	  op)mal	  sequence	  
assert(rewrite	  axioms);	  
assert(instruc)on	  constraints);	  
	  
best	  =	  c;	  
for	  (k	  =	  (#	  cycles	  need	  to	  execute	  C	  –	  1)	  à	  0)	  {	  
	  r	  =	  assert(¬∃	  k	  cycle	  instruc)on	  that	  	  	  	  	  

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  implements	  C);	  
	  	  if	  (r	  ==	  UNSAT)	  {	  break;	  }	  
	  	  else	  {	  best	  =	  r;	  }	  
}	  
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Details	  

•  Profile	  program	  for	  memory	  )mings	  
– Might	  not	  be	  accurate	  but	  results	  are	  s)ll	  sound	  

•  Candidate	  genera)on	  might	  not	  be	  complete	  
due	  to	  non-‐determinism	  

•  Bo^omline:	  output	  is	  “near-‐op)mal”	  
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STOKE	  [Schkufza	  et	  al,	  ASPLOS	  13]	  

•  Same	  se{ng	  as	  before	  
– Sequence	  of	  straight-‐line	  machine	  instruc)ons	  
– Goal:	  find	  faster	  versions	  as	  compared	  to	  original	  

•  Instead	  of	  wri)ng	  equivalence	  axioms	  and	  
genera)ng	  all	  candidates,	  use	  random	  search	  
– However,	  use	  “controlled”	  random	  search	  
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Search	  algorithm	  
•  Key:	  generate	  random	  seed	  candidates	  

–  Not	  care	  about	  correctness	  

•  Muta)on	  operator	  randomly	  adds	  /	  removes	  /	  or	  
swaps	  instruc)ons	  

•  Runs	  test	  cases	  to	  prune	  away	  incorrect	  candidates	  
–  Formal	  verifica)on	  ajerwards	  

•  Once	  a	  candidate	  is	  proven	  to	  be	  correct,	  op)mize	  as	  
before	  
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Some	  results	  
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Figure 11. (Top) Average speedup over llvm -O0 for benchmark kernels. Beginning from code produced by llvm -O0, STOKE
discovers rewrites which are comparable to code produced by gcc -O3 and icc -O3. In some cases, the rewrite outperforms both,
and are comparable to expert handwritten assembly. Kernels for which STOKE discovered an algorithmically distinct rewrite are annotated
with a star. (Bottom) Synthesis and optimization runtimes. Kernels for which synthesis timed out are annotated with a star.

Figure 12 shows the “Cycle Through 3 Values” benchmark,
which takes an input, x, and transforms it to the next value in the
sequence ha, b, ci: a becomes b, b becomes c, and c becomes a.
Hacker’s Delight points out that the most natural implementation
of this function is a sequence of conditional assignments, but notes
that for an ISA without conditional move intrinsics the implemen-
tation shown is cheaper than one which uses branch instructions.
For x86-64, which has conditional move intrinsics, this is an in-
stance of premature optimization. Unfortunately, neither gcc nor
icc are able to detect this, and are forced to transcribe the code
as written. There are no sub-optimal subsequences in the resulting
code. Both are simply unable to reason about the semantics of the
function as a whole. We expect that equality-preserving superopti-
mizers would exhibit similar behavior for the same reason. STOKE
on the other hand, rediscovers the natural implementation from the
41 line llvm -O0 compilation. We note that although this rewrite
is only five lines long, it remains beyond the reach of superoptimiz-
ers based on brute force enumeration.

In similar fashion, for machines without 64-bit instructions, the
implementation that Hacker’s Delight recommends for the “Com-
pute the Higher Order Half of a 64-bit Product” multiplies two
32-bit inputs in four parts and aggregates the results. The compu-
tation resembles the Montgomery multiplication benchmark, and
STOKE discovers a rewrite which requires a single multiplication
using the appropriate 64-bit intrinsic.

STOKE additionally discovers a number of typical superopti-
mizer rewrites. These include using the popcnt intrinsic, which
counts the number of 1-bits in an integer, as an intermediate step in

the “Compute Parity” and “Determine if an Integer is a Power of
2” benchmarks.

6.2 SAXPY
SAXPY (Single-precision Alpha X Plus Y) is a level 1 vector
operation in the Basic Linear Algebra Subsystems Library [3].
The function makes heavy use of heap accesses and presents the
opportunity for optimization using vector intrinsics. To allow for
STOKE to discover this possibility, our implementation is unrolled
four times by hand, as shown in Figure 13. Despite heavy annota-
tion to indicate that the arrays pointed to by x and y are aligned
and do not alias each other, the production compilers either cannot
detect the possibility of a compilation using vector intrinsics, or are
precluded from doing so by some internal heuristic.

STOKE on the other hand, when given identical information,
is able to discover the natural implementation: the constant a is
broadcast four ways from a general purpose register into an SSE
register, and then multiplied by and added to the contents of x and
y, which are loaded into SSE registers four elements at a time.
The four way broadcast does not appear anywhere in either the
gcc -O3 code, or in the original 61 line llvm -O0 code. As
noted above, despite the simplicity, the length of the resulting code
is well beyond the reach of existing superoptimizers.

6.3 Limitations
Bansal [2] identifies the Linked List Traversal Benchmark for su-
peroptimizers shown in Figure 14. The code iterates over a list of
integers and multiplies each of the elements by two. The code is
unique with respect to the benchmarks discussed so far, as it con-

“Hacker’s delight” benchmarks 



Discussion	  

•  Extending	  to	  other	  architectures	  

•  Crajing	  axioms	  

•  Using	  domain	  knowledge	  
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Summary	  
•  Pass	  scheduling	  problem	  is	  hard	  

•  Superop)miza)on:	  cast	  op)miza)on	  as	  search	  
– How	  to	  generate	  candidates	  
– How	  to	  verify	  correctness	  

•  Handling	  non	  straight-‐line	  code?	  

•  Next	  (and	  last)	  lecture:	  synthesis-‐based	  
compila)on	  
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