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Weather prediction revisted
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Temperature
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Reading Your Brain, Simple Example

o [Mitchell et al.]

Pairwise classification accuracy: 85%

Person S Animal
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m Learn: h: XY 10 Clastfiaor: ) - i, g
X — features of 4
Y — target classes ! Mf
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m Suppose you know P(Y|X) exactly, how should

you classify? Pt |3-6,39) =0
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m How do we estimate P(Y|X)?
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m Estimating P(Y|X): Why not use standard linear
regression? P(‘IM T oWt T i
¢y |] w
Re (-4)

m Combing regression andﬂpro ability?
Need a mapping from real values to [0,1]

A link function! 5. R aal)
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Logistic 1
function

Logistic Regression  (orsigmoia): 1 +<r(-2)
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m Learn P(Y|X) directly
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Assume a particular functional form for link *"2| os
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Sigmoid applied to a linear function of the input :
feature(?:/ o)) ) .
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Features can be discrete or continuous!
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Understanding the sigmoid
" JEE

1
wo + w;T;) =
g( 0 ; 7 z) 1+ ew0+2i Wi
Wo=-2, W,=-1 w,=0, w,=-1 w,=0, w,=-0.5
09 0.9 \ 9
08 08 ?"b [4 0'5 : PIOB)D-] 8
D:G D:S ~ D:G
050y 05|, -~ (j 20 05

o lesg (onhded!

wWoy 3w 2 Wek oo Ys

@©Carlos Guestrin 2005-2014 8




Logistic Regression—
a Linear classifier T eap(—2)
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Very convenient!

u 1
P(Y =0 |X =< X1,..Xn>) =
| " 1+ exp(wg + X; w; X;)

implies
exp(wo + X; wi X;)
1+ exp(wg + X; wi X;)

P(Y =1|X =< Xq,..Xn >) =

implies
1< o5 = eap(wo + Y wiX;)
Ly P(Y =0|X -
29 2 o0 ’ linear
T log odds Yehs classification
implies 9( 11x) rule!
a P(Y =1|X
JEofins— = wp+ > wX; 70
(J - P(Y —_ O |X) - <1
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Optimizing concave function —
radient nt

m Conditional likelihood for Logistic Regression is concave.@
optimum with gradient ascent
My ikl ol(w) ol(w)

Gradient: Vwl(w) = | g " Own

]/

(hit ofp7
flm Hiap
(t+1) @ , Olw)|h= k
w; —w; N/ 7, -K\
Qi |~ 0
m Gradient ascent is simplest of optimization approaches Ov
e.g., Conjugate gradient ascent can be much better
i" / f% r Gs, e
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Update rule: Aw — nvwl(W)

hogmex § = Brpmex Ind InT =2
Loss function: Conditional Likelihood
" J il .
= Have a bunch of iid data of the form: ()(j, ‘{JB‘._” = Df (Dﬂ ’DYJ
X ML Gads YA Weed7

Conditional Data Likelihood (Y|

N .
vy POy [Du) 2 g T 1Y 1Z0)
s w el
= oy ln [Jrv(y’lx’,u,)

m  Discriminative (logistic regressiont Ioi(s)function:

N . .
In P(Dy | Dx,w) = Y InP(y/ | x/, w)
=1
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Expressing Conditional Log Likelihood
" s e T 50

l(w) Zln P(yJ|X] W) P -~ "’ POY = 1%, w) = . ewp(”quo-kziwixi))(
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Maximizing Conditional Log leellhood

. F P =) =

~ exp(wg + X; wiX;)

EY o PY = 1|X, W) =
(w) = In][[PE %7, w) 1+ eap(uo + 5 wiXi)
J

. n . n .

= Zy](wo + szxg) —In(1 + exp(wg + szxz))
) J i i

/M

Good news: I(w) is concave function of w, no local optima
problems

Bad news: no closed-form solution to maximize /(w)

Good news: concaye functions easy to optimize
:)""‘Ai to A}
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Maximi % Conditional Log leellhood
B ‘m({w) ¢t = Iy Cf

_ Gradient ascent T
Y] !

(w) = Zyj(wo + sz zl) —In(1 + e:cp(wo + Zw 7))
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Gradlent Asc t for LR

"“ Conve
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Gradient ascent algorithm: iterate until change < ¢

N .
WD o Yy - P =157, W]

/\ J=1
Sﬂ“ gM;Mf' Au'ﬂ f‘,'i'm

Fori=1,....k, A J

WD D 43l POF = 1)
j1

repeat
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Regularization in linear regression
" N

m Overfitting usually leads to very large parameter choices, e.g.:
2.2+ 3.1 X-0.30 X2 -1.1 +4,700,910.7 X — 8,585,638.4 X2 + ...

m Regularized least-squares (a.k.a. ridge regression), for A>0:
: 1
w* = argmvinz (t(xj) - Zw,,yhi(xj)> @ “ V"l

I wi
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Large parameters — Overfitting

|
1 1 1
1+e 7 14+ e—2T 1+ e—100z
‘j‘l- data is Ilnearly separable, weights go to infinity
P(y=olww) 51 flwi[- o0

In general, leads to overfitting:

[ f’englizing high weights can prevent overfitting...
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Regularized Conditional Log Likelihood

= Add regularlzatlon penalty, e.g., L2
=In || PO/ |x,w) — Z|lw
H d || [B
z v
iz
m Practical note about wy:
Jon'«i st l&.;)&,
r z ’)\ We
m Gradient of regularized likelihood:

DL o Saee ks ey
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Standard v. Regularized Updates
" N

= Maximum conditional likelihgod estimate haded Aok
w" = argmax In H Py %7, w) ¥ o .‘go
j=1 i

wi(t—l-l) - wi(t) +0> 2y — Py =1 x/, w)]
J

m Regularized maximum conditional likelihood estimate

N k
w" = arg max 1nHP(y7|x7,W) -3 g w?
w,f hlir = bonhitntin drzehy < =1

Wi w4y { ol + 3@l - PO =1 %, &5]}

y LA J
P‘A“‘ “~i hy“décgs Guestrin 2005-2014 21

o) - L fun)

Please StoE!! Stopping criterion

t(w) = 1HHP(yj\Xj,W)) — Allwl]z

m When do we stop doing gradient descent? Y

1l
L) - (o) <8 .
m Because /(w) is strongly concave: A\i”‘,"ﬂ \

i.e., because of some technical condition

1 = A
(w') — t(w) < S |VHw)|3 <€ (e
\mwﬂ.‘: f_;
2 £ Tonafi K
m Thus, stop when: “ VK("")“z < Z/\ (':o(
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Digression: Logistic regression for
more than 2 classes

m Logistic regression in more general case (C classes), where

Yin {0,....C-1} =1 Lt
for C c’;,ss ,NLA ((-l ) (KH) ,7""-1 / l‘"‘f
‘:-l) K+l s b )«4 W, Ve
,V- ((AS%(S‘,...(J‘ Z oS
P(\’:L\Xlw): e“? t .U“:'x" ?(YL‘ ‘(, "U)‘) ( ;I‘j{;.
—_— | Vet g WG
[« Somedbas 14 €
for (=0 (1 ?(\/;O(Y,U) = |- =y

p(cmoh) = |- % P(Y=c bw)

Digression: Logistic regression more o

generally afeing

" SN ol
b

m Logistic regression in more general case, where

Yin{0,..., C-1} a ”‘"“I\'u
for c>0 A
P(Y =clx,w) = eé(i(wco + 2 im1 w'sz)
L+ o—1 exp(weo + Y ;g Weriy)

for c=0 (normalization, so no weights for this class)
1

c— k
1+ Zc/:} exp(wc/o + Zi:l wc’ixi)

P(Y =0|x,w) =

Learning procedure is basically the same,

. Y S “lll‘HfL
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