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Abstract

Word sensedisambiguation, the act of determin-
ing the most appropriate meaningof a word given its
context, has been an ongoing open problem in nat-
ural language processingfor many years. This pa-
per reviews the problem of word sensedisambigua-
tion and several current approachesthat are showing
promise. In general, this paper attempts to iden-
tify robust techngiquesthat circumvent the needfor
massive amounts of training data. This paper also
presents a preliminary experiment in using lemma-
independent pattern classi�cation to perform disam-
biguation.

1 In tro duction

Humanity has a knack for making things compli-
cated. In the caseof our languages,we allows mul-
tiple words to mean the samething, when it would
be more \e�cien t" to usejust oneword. In a similar
manner, we also allows somewords to have multiple
meanings. Known aspolysemy, the problem of deter-
mining the appropriate meaning of a word from con-
text is one the great challengesof natural language
processing.

1.1 The Challenges of Word Sense
Disam biguation

In the literature, polysemy is de�ned to occur when
the same word has multiple meanings, more com-
monly known as senses. Word sensedisambiguation
is the problem of determining the appropriate sense
of a word given the context of its use. For example,
consideredthe following sentence:

Bracing himself for the shock of the cold water,
the boy leapt from the bank into the raging river.

Let's say we want to understand the meaning of
the word 'bank.' Using a dictionary, we discover that

there are 18 total sensesfor 'bank,' 10 nouns and 8
verbs, as shown in Table 1. Upon inspection, we rea-
son that this instance of 'bank' is a noun. Moreover,
based upon the context words 'riv er,' 'water,' and
leapt, we can narrow our choicesdown to:

NOUN:2 sloping land (especially the slope
besidea body of water)

NOUN:7 a long ridge or pile
NOUN:9 a slope in the turn of a road or track

SenseNOUN:2 can then be chosenasthe most appro-
priate sensefor this context, although senseNOUN:7
could also be interpreted as correct.

This example highlights several of the challenges
of performing word sensedisambiguation, or WSD.
First of all, we were presented with many sensesto
choosefrom in Table 1. The reader should note that
many of these sensesare only minorly distinct from
each other. For example, senseNOUN:1, \a �nan-
cial institution that acceptsdepositsand channelsthe
moneyinto lending activities," and senseNOUN:4, \a
building in which commercialbanking is transacted,"
are interchangeable in many, but not all, contexts.
Becauseof the �ne distinctions between the senses,
the dictionary thesesensescamefrom is often said to
report �ne-gr ained senses. Other dictionaries might
be more general and o�er only a few broad de�ni-
tions; theseare called coarse-grained.

Continuing with our disambiguation process, we
had to extract information from the surrounding con-
text. In this case,we usedparts-of-speech and words
that seemed relevant. Then, we had to connect
them to the possible senses. Moreover, we made
these connections in part due to string matching
(\w ater" in the sentence matched with \w ater" in
senseNOUN:2), but also due to an ontology we have
learnedthroughout our lives. We know that a \riv er"
is a \b ody of water."

In summary, to perform word sensedisambigua-
tion, we had to:
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NOUN:1 a �nancial institution that acceptsdeposits and channels the money into lending activities

NOUN:2 sloping land (especially the slope besidea body of water)

NOUN:3 a supply or stock held in reserve for future use(especially in emergencies)

NOUN:4 a building in which commercial banking is transacted

NOUN:5 an arrangement of similar objects in a row or in tiers

NOUN:6 a container for keepingmoney at home

NOUN:7 a long ridge or pile

NOUN:8 the funds held by a gambling houseor the dealer in somegambling games

NOUN:9 a slope in the turn of a road or track

NOUN:10 a 
igh t maneuver; aircraft tips laterally about its longitudinal axis

VERB:1 tip laterally

VERB:2 enclosewith a bank

VERB:3 do businesswith a bank or keepan account at a bank

VERB:4 act as the banker in a gameor in gambling

VERB:5 be in the banking business

VERB:6 put into a bank account

VERB:7 cover with ashesso to control the rate of burning

VERB:8 have con�dence or faith in

Table 1: Fine-grained sensesfor the word 'bank' (extracted from WordNet-2.0).

1. Obtain a list of possiblesensesfrom a dictionary

2. Determine relevant context words and parts-of-
speech from the text

3. Interrelate these words and sensesin terms of
real-word relationships

4. Choosethe most appropriate sense

1.2 Outline

As readers,we tend to perform the processof sense
disambiguation quite fast and often with little or no
thought. However, asking computers to perform the
same act is still an open challenge. This paper re-
views recent research in WSD that approaches this
problem from di�eren t angles. Moreover, this pa-
per also highlights someof the fundamentals to the
disambiguation process, including applications, re-
sources,and heuristics. I alsoreport results of a pilot
experiment in using a Naive BayesClassi�er to rank
sensesaccording to relevancy.

In the next section, we look at three applications
of sensedisambiguation. Section3 details the various
resourcesthat have been employed in the �eld, and
Section 4 discussestwo heuristics that have strongly
in
uenced the work to date. Sections5 and 6 cover
the newest methods involving similarit y measure-
ments and multiple word disambiguation. The re-
sults for my lemma-independent pattern classi�cation

work is presented in Section7. Conclusionsand mus-
ings on the future �nish things o� in Section 8.

2 Motiv ating Applications

With only a brief moment of brainstorming, the
reader will likely imagine tens upon hundreds of ap-
plications for word sensedisambiguation. While this
variety powerfully demonstratesthe need for practi-
cal WSD, this samevariety also createsa wide range
of di�eren t needsand expectations. In this section,
we brie
y discussthree applications for WSD and the
performancedi�erences inherent to each of them.

2.1 Information Retriev al

In our standard use of search engineslike Google,
computer userstend to just enter a collection of terms
that have little, if any, contextual information. For
example, as given in [16], instead of entering the
search query, \Who were the US Presidents of the
last century ," we instead enter, \US presidents last
century ," and then manually search through the re-
sults. The bene�t of using full questions, though, is
not just to provide an easier interface for using the
search engine. By performing WSD on the words in
the question, knowledgeof synonyms and ontologies
can be added to the query [16] in order to improve
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the quality of the returned items. WSD can also be
applied on the documents being searched. Before re-
turning a hit, the instancesof query words can have
their sensesmatched with the query word's sensesin
order to �lter out bad hits.

It should be noted that the e�cacy of using WSD
in information retrieval has been greatly debated In
a recent study, Stokoe, et al., [20] investigated the
impact of both accurate and inaccurate sensedisam-
biguations on information retrieval. Previous work
had indicated that in order to seeany improvement,
WSD had to perform with a high accuracyupwardsof
90% or more. Other studies, though, showed small,
but signi�can t performance gains with only moder-
ately accurate disambiguation. A study that simu-
lated disambiguation at various accuracyrates found
that 60% accuracy was where retrieval began to im-
prove.

In their study, Stokoe, et al., simulated a large-
scaleinformation retrieval scenariothat ran with and
without a crude WSD. Overall, the WSD's accuracy
averaged62.1%,but this still resulted in a 1.73%in-
crease in the precision of the information retrieval
and a nearly 50% relative improvement when com-
pared to a commonly-used Term Frequency-Inverse
Document Frequencytechnique.

In general, even less than gold-standard disam-
biguation can produce improvements for information
retrieval. This suggeststhat for information retrieval,
WSD systems need not rely on computation-heavy
approachesand moreover, are fairly resistant to erro-
neousdisambiguations. Moreover, it is possiblethat
they do not need accessto tagged corpora and can
work directly with the information at hand. We will
discussthis point further in Section 6.2.

2.2 Foreign Language Translation

Automatic translation of text from one language
to another is fraught with pitfalls. One of the more
popular legends of early computer translation tells
the tale of translating the English saying, \The spirit
was willing, but the 
esh was weak," to the Russian
non sequitur, \The vodka was good, but the meat
was rotten."

For this application, accuracy is of the utmost im-
portance when it comesto properly disambiguating
senses.What's interesting, though, is that the act of
translation can be of bene�t to the disambiguation
process. In [4], Dagan and Itai describe and algo-
rithm that usesa non-English text to help correlate
various words. The basic idea is that you take, for
example, and English-to-German dictionary and say
a German corpus. Then, to disambiguate an English

term in another text, you translate a pair of colo-
cated words to German and count the frequencythat
they occur together within the German corpus. Es-
sentially , the idea is that the act of translation skews
the possiblesensesof a word. This skew, when ap-
plied to pairs of words, helpsreveal the proper senses.

Still, the art/science of languagetranslation is es-
sentially the holy grail of word sensedisambiguation.
Near perfect accuraciesare required, but the current
state of the art methods, as described in Senseval-
2 [8], do not comeclose.

2.3 Smart Dictionaries

In computer-aided reading applications, it is com-
mon to provide the reader with an on-demand dic-
tionary. By selecting a word, the reader is provided
with the dictionary entry for that word. Despite the
simplicit y of such a feature, on-demand dictionaries
have beenshown to help readerswith reading disabil-
ities and limited vocabularies. However, as we dis-
cussedin Section 1, words can possessmany senses,
and when presented with multiple senses,the reader
can becomeinundated.

A smart dictionary circumvents this problem by
ranking the sensesaccordingto their relevancy within
the current text's context. As opposedto foreign lan-
guagetranslation, the needfor accuracyis lessstrict.
Sincea human reader is involved in the process,the
goal is merely to make surecorrect sense(s)is ranked
near the top. The experiments we perform in Sec-
tion 7 comprise a �rst approach to building a smart
dictionary.

Smart dictionaries do have one particular chal-
lenge: the diversity of texts being read. A computer-
aided reading device could be used for reading any-
thing from a dime-store romance novel to a formal
treatise on neurovascular surgery. In order to be a
true reading aid, a smart dictionary application will
likely require accessingmultiple information sources,
like a medical dictionary provided by the reader.

3 Resources

Performing word sensedisambiguation requiresthe
use of many resources:dictionaries, texts, and eval-
uation methods. In this section, we highlight the
current resourcesused by and available to WSD re-
searchers.
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Sense Gloss Synset
Noun:1 a plot of ground where plants are cultivated garden, plot, plot of ground, patch
Noun:2 the 
o wers or vegetablesor fruits or herbs that are cul-

tivated in a garden
garden, vegetation, 
ora

Noun:3 a yard or lawn adjoining a house garden, yard, grounds, curtilage
Verb:1 work in the garden garden, tend

Table 2: Sensesand their synsetsreturned by WordNet for the lemma garden.

3.1 Dictionaries and Thesauri

Word sensedisambiguation requires word senses;
ergo,dictionaries areessential. Machine-readabledic-
tionaries and thesauri, however, provide more than
just the individual word senses. For example, in a
dictionary, each lookup word, or lemma, comeswith
a phraseor sentencethat provides the gloss, or mean-
ing, of the word. This glossprovides additional con-
text that can be used in the disambiguation pro-
cess. Moreover, many dictionaries and thesauri pro-
vide synonym setsthat are further sourcesof context
and information.

3.1.1 W ordNet

One of the most popular machine-readabledictio-
nariesavailable is Princeton's WordNet [9]. WordNet
is database containing over 120,000adjectives, ad-
verbs, nouns, and verbs. Words are not stored indi-
vidually, but are clustered into conceptgroupscalled
synonym sets,or synsets. Table 2 contains examples
of thesefeatures.

WordNet also contains a rich set of relational links
between various synsets. These relations are better
described in [9], but it su�ces to say that these re-
lationships form the basis of an ontology based on
the notions IS-A and IS-A-PART-OF. For example,
WordNet recordsthat 'dog' is a hyponym of \canine"
and \mammal."

Despite WordNet's frequent usein word sensedis-
ambiguation applications [11, 12, 14, 16, 17, 19, 21],
WordNet was not designed or intended for lexical
analysis. One particular problem is that WordNet
o�ers very �ne-grained sensesthat are often inter-
changeable.For example, two of the WordNet senses
for the lemma 'injury' are \an y physical damageto
the body" and \an accident that results in physical
damageor hurt." It is a simple task to think of con-
texts in which both sensesfor injury will apply. More-
over, the ambiguit y of which senseis right can incur
errors in accuracy rates when using tagged corpora.

To alleviate this problem, the eXtended WordNet
project [15] was established. This project is re�n-
ing the WordNet database by several means. The

two most important aspects are reducing sensere-
dundancy aswell ashand-tagging the parts-of-speech
for the words in the glosses. Both of these improve
the overall relational connectivity of the database.

Along similar lines is the work by Agirre, et al. [1].
They are working on automatically clustering Word-
Net senses.The basis for the clustering is a collec-
tion various measurements. From the Senseval-2 [8]
(seealso section 3.4.2) data, a confusion matrix was
created where for each word w, an entry aij is a rat-
ing of how often sensei is erroneously chosenwhen
sensej is the proper sense.Another interesting fea-
ture they use is based on foreign language transla-
tion. If two sensesi and j get translated to the same
word in another language,then those two sensesare
strongly correlated. Their clustering technique has
been tested on hand-coded, coarse-granulated senses
from Senseval-2 and gets upwards of 80% agreement
with the hand-codings.

3.1.2 Com bining Resources

As mentioned at the end of Section 2.3, because
sometexts require the useof genre-speci�c dictionar-
ies (e.g. a medical dictionary), a word sensedisam-
biguation system needsthe abilit y to integrate mul-
tiple dictionaries. However, this does raise a prob-
lem. As shown in Table 1, the lemma 'bank' has 10
noun sensesand 8 verb sensesaccordingto WordNet.
According to the American Heritage Dictionary [2],
there are 18 noun sensesand 10 verb senses.Even on
a �ne-grain, thesetwo dictionaries disagreein regards
to the sensesof 'bank.'

Still, recent work has shown that there is value in
combining resources. In [12], Mandala, et al. in-
vestigated the impact of using both WordNet and
three thesauri for improving information retrieval.
The general idea was to weight each word sense
based upon a similarit y measure. Similarit y mea-
sures, which will be discussedin greater detail in
Section 5, are a way of showing that two words are
similar in meaningeven if they never appear together
in a corpus. In their work, Mandala, et al. usedRo-
get's thesaurusto createan initial similarit y measure
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calculated as:

sim (w1; w2) =
2jR(w1) \ R(w2)j
jR(w1)j + jR(w2)j

where R(w) is the set of words that belong to the
same synonym category as the word w. The other
thesauri were used as well. Once this is calculated,
they then adjust this value basedpartially on word
frequenciesin the corpus. The other part comesfrom
a notion of mutual information betweenspecial pairs
of words: subject-verb, verb-object, adjective-noun,
and noun-noun.

Each of thesemethodscreatea scorethat is usedto
calculate a weight for each senseof a word being dis-
ambiguated. Overall, Roget's thesaurusby itself only
improved lookup precisionby an insigni�can t amount
(only 0.9% for all terms in the search query). How-
ever, it still has impact in the weighting method by
lowering the weight of sensesirrelevant to the query.
Overall, the combination of the three thesauri and
WordNet resulted in a 37.8% improvement in preci-
sion of the information retrieval system by returning
documents that matched the intended sensesof the
terms in the search query.

Mandala's work shows that using multiple re-
sourcesis of bene�t to the disambiguation process,
but their work looked at using multiple thesauri,
not dictionaries. Combining dictionaries, as we men-
tioned above, requires overcoming the open problem
of clarifying sensedisagreement.

3.2 The In ternet

Essentially , the Internet is the largest electronic
collection of documents in existence. Despite the
questionablenature of the validit y of thesedocuments
nor the menagerieof spelling and grammar errors,
this gigantic, search-able library can provide valu-
able, on-demand information like word cooccurence
rates. Even if its written poorly, correlated words
will still be colocated.

One of the more recent successesin using the Inter-
net for WSD wasdoneby Mihalceaand Moldovan [14,
16]. They used the hit count of word-pairs to deter-
mine the best sensesfor each individual word, attain-
ing an accuracyrate 80%and higher. We will discuss
this approach more in Section 6.

3.3 Tagged Corp ora

As is the casein most machine learning applica-
tions, the processof gathering labelled data is time-
consumingand costly. Fortunately, a lot of e�ort has
been made in tagging texts according to the senses

of speci�c dictionaries. One of the most popular
is the Semantic Concordance[18]. Based o� of the
Brown Corpus [10], a giant collection of tagged texts
usedin linguistics and natural languageprogramming
for experiments, the concordanceconsists of over a
hundred texts in which the words have been hand-
annotated according to the WordNet dictionary. In
fact, the concordanceis produced by WordNet re-
searchers themselves with guarantees of high inter-
coder reliabilit y.

3.4 Evaluation Metho ds

As is typical for many problem domains in com-
puter science,it is di�cult to compareonesystemto
another due to di�erences in input data, evaluation
techniques,dictionaries, etc. Becauseof this, the Sen-
seval project [8] wasestablished. Senseval wasestab-
lished to bring various WSD researchersand projects
together to provide standardsfor evaluating and com-
paring WSD systemsby providing training and ex-
perimental corpora. Senseval-2, held in 2001, devel-
oped a set of metrics for comparing various systems.
In particular, this e�ort revealedthat approachesus-
ing statistical methods generally performed the best.

Senseval-3 [19] recently began in March 2004. Its
primary focus is actually split among several do-
mains. More languagesare being considered. One
of the larger e�orts is to look at word sensedisam-
biguation of WordNet glosses. As mentioned ear-
lier, eXtendedWordNet is hand-taggingthe WordNet
glosses.In this case,they will be automatically tag-
ging them while using the eXtendedWordNet tags as
the testing data. This is one of the �rst coordinated
e�orts to prepare the way for disambiguation with
general-purpose, non-tagged dictionaries like Word-
Net.

4 General Heuristics

As it is with many di�cult classi�cation prob-
lems, heuristics have been evolved that are suppos-
edly helpful in reducing the complexity of disam-
biguation. In this section,we discusstwo of the most
commonly usedheuristics and their impact on accu-
rate WSD.

4.1 Part-Of-Sp eech Tagging

It is common to make comparisonsbetween part-
of-speech (POS) tagging and word sensedisambigua-
tion. In general,the former operateson the syntactic
level, while the latter resides in the semantic level.
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Still, POS-tagging is relatively a solved problem; tag-
gers, like the Brill tagger [3], achieve near-perfect ac-
curacies. The key to this is that in our written lan-
guages,be it as fundamental as Chomksy's universal
grammar, there is always a structured grammar that
dictates how punctuation and word types get con-
structed together. Most importantly , the rules of this
grammar are well known.

Unfortunately , we know of no such grammar for
the semantic relationships between di�eren t words;
semantics occupy a much larger spaceof possibilities
than syntactics. Still, POS tagging is a component of
word sensedisambiguation. Returning to the discus-
sion from Section 1.1 and Table 1, POS tagging does
simplify sensedisambiguation. In this case,knowing
that an instanceof the word 'bank' is a noun reduces
the number of sensesby 44%. However, this doesnot
completely solve the problem. Multiple sensesstill
exist, and in somecases,no clari�cation occurs. For
example, in WordNet, the lemma 'in telligence' has
�v e senses...all nouns.

In general,the belief is that you might aswell run a
POS tagger over the text being disambiguated. How-
ever, there is still a problem. Imperfect POS tagging
can lead to problems in sensedisambiguation. Con-
sider the classicallyambiguousphrase,\F ruit 
ies like
bananas." In that sentence, '
ies' can be parsed as
either a noun or a verb. Although this is an extreme
case,inaccurate POS tagging can lead to problems.
This has been one of the primary reasons for the
eXtended WordNet project [15]. In their work on
disambiguating unrestricted text [14], Mihalcea and
Moldovan used WordNet glossesin their weighting
methods. However, as they noted, incorrect POS-
tagging intro ducednoiseinto their system. It is their
belief that by tagging the glossesin eXtended Word-
Net, there will be a small but signi�can t improvement
in the precision of their method. Till then, they ac-
cept the performanceloss due to part-of-speech tag-
ging errors.

4.2 Sense Consistency and Colo ca-
tions

One of the more common information sourcesused
in WSD is the notion of colocations. Two words are
said to be colocated if they are adjacent or occur near
each other in a corpus. The de�nition of near can
vary, but can be consideredto be in the samepara-
graph, the samesentence, or within a few non-trivial
words of each other (trivial words are extremely com-
mon words like the, and, is, etc.). Colocations are of-
ten learned from a sense-taggedcorpusand the used
to disambiguate sensesin non-taggedcorpora.

Yarowsky [22] showed that this method was valid.
In a study of various texts, it was determined that
for 99% of the time, only one senseper word was
ever associated with a collocation. This result was
extremely valuablesinceit basically says that learned
colocations can be reusedat the cost of only a small
margin of error. However, as Martinez and Agirre
point out in [13], theseexperiments looked primarily
at situations where there was only an ambiguit y be-
tweentwo or three senses,i.e. coarse-grainedsenses.
In a study of collection of texts from the Brown Cor-
pus [10], Martinez and Agirre have shown that when
using �ne-grained senses,the precision of the one
senseper collocation hypothesisdrops down to 77%.

However, there is more is to this picture, as Mar-
tinez and Agirre discovered. The onesenseper collo-
cation hypothesis does hold acrosscorpora that are
within the samegenreand topic space. In economics
texts, the colocations for the \�nancial institution"
senseof 'bank' holds, while in hydrology texts, the
colocations for the \side of a river" sensefor bank
are consistent. Sharing the two sets of colocations,
though, leads to less precision. This result also ex-
plains the common performance drop seenbetween
experimental data runs on WSD algorithms and real-
life performanceson more random texts.

The implications of this study strongly mandate
the inclusion of genre and topic-speci�c considera-
tions when performing sensedisambiguations. This
can potentially be achieved through using genre-
speci�c dictionaries as was mentioned in Section 2.3.
The colocations from a genre-speci�c information
sourcewould have to imposegreater in
uence on the
disambiguation processthan colocations from other,
general-purpose sources. How to do this exactly,
though, is an open problem.

5 Similarit y-Based Metho ds

One of the greater challengesin using colocation
information for sensedisambiguation is the need for
vast amounts of training data. For any words we
want to disambiguate, we must have learned some
colocations involving that word. Obviously, the poor
scaling issuesinvolved here prevent colocations from
being practical. However, the development of word
similarit y measurements hasallowed for a generaliza-
tion of the concept of colocations.

This sectionsummarizesthe work of Dagan,et al.'s
work [5, 6] on similarit y measures. In the following
subsections,P(w2jw1) � 0 is the empirically deter-
mined probabilit y than w1 and w2 are bigrams, while
P(w) is the unigram probabilit y of seeingword w.
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5.1 Various Similarit y Measures

Word similarit y is traditionally de�ned as deter-
mining for the word pair (w1; w2) 2 V1 � V2 the value
PSI M (w2 jw1), which is the probabilit y of w2 2 V2

given that the �rst word in the pair is w1 2 V1. V1

and V2 can be chosenrather arbitrarily and neednot
be disjoint. PSI M (w2 jw1) can be de�ned as:

PSI M (w2 jw1) =
X

w 0
1 2 S(w1 )

W (w1; w0
1)

N (w1)
P(w2 jw0

1)

where N (w1) =
P

w 0
1 2 S(w1 ) W (w1; w0

1), and
W (w1; w0

1) is a function that determines the
weight of the similarit y between w1 and w0

1. The
de�nition of S(w1) is open to interpretation, but this
set of words similar to w1 needonly be a non-empty
subsetof V1.

Calculating W (w1; w0
1) is actually the chief con-

cernwhenperforming similarit y measures.Generally,
becausemaximum likelihood estimates are involved,
there is a need to prevent unseenword pairs from
having zero probabilit y of being similar. Typically,
this is handledby smoothing the known probabilities.
Due to spaceconstraints, this paper will only discuss
three measuresthat can useunsmoothed data.

5.1.1 Total div ergence to the average

Our �rst measureis basedo� calculating the dis-
similarit y betweentwo probabilit y measuresin terms
of their KL-div ergence.The idea is that for any word
w2 similar to w1, the KL-div ergencebetweenthe dis-
tributions P(�jw2) and P(�jw1) can provide a picture
of the dissimilarit y betweenw1 and w2.

Unfortunately , directly calculating the KL-
divergence,asdiscussedin [5], requiresthe expensive
act of smoothing over all w2 2 V2. Fortunately,
calculating the average of the KL-div ergences is
much simpler. Letting H (x) = � x logx and de�ning
set C = f x 2 V2 : P(xjw1) > 0; P(xjw2) > 0g, we
can then calculate the averageas:

A(w1; w2) = 2 log2 +
X

x 2 C

(H (P(xjw1) + P(xjw2)))

�
X

x 2 C

(H (P(xjw1) + H (P(xjw2))

Using A(w1; w2), W (w1; w2) is then de�ned as
10� � A (w1;w 2) , where � is a free parameter.

5.1.2 L 1 Norm

The L 1 norm is a very straightforward measure-
ment that looks at the di�erence between the prob-

abilit y distributions for P(�jx) and P(�jw1) like with
the previous measure.Now, while it would be possi-
ble to consider this metric over all the x in V2, it is
more e�cien t to only considercommon words as be-
fore. Letting the set C again be f x 2 V2 : P(xjw1) >
0; P(xjw2) > 0g, this norm measureis calculated as:

L (w1; w2) = 2 �
X

x 2 C

P(xjp1) �
X

x 2 C

P(xjp2)

+
X

x 2 C

jP(xjp1) � P(xjp2)j

For this measure, W (w1; w2) is set to (2 �
L (w1; w2)) � , where � is again a parameter free to
be tuned.

5.1.3 Confusion Probabilit y

The previous two measuresare basedon the di�er-
encesbetweenthe bigram probabilit y distributions in
sets V1 and V2. This measureinstead looks at how
easily can x be inserted for w1 in the word pair. This
hasthe interesting e�ect that there could exist a word
x that is closer to w1 than w1 is to itself.

C(w1; w2) is calculated very succinctly as follows:

C(w1; w2)=

X

x 2 V2

P(xjw1)
P(x)

� P(xjw2)P(w2)

It is important to realizethat the confusionprobabil-
it y doesnot rely on P(xjw2) beinghigh whenP(xjw1)
is high. Instead, the confusionprobabilit y is strongly
a�ected by the unigram frequencyof P(w2).

W (w1; w2) is simply de�ned to be C(w1; w2) with
no free parameters.

5.2 Performance of Similarit y Mea-
sures

To evaluate the performance of the various mea-
sures, Dagan, et al. ran each measureover a data
set consisting of 604,985word pairs. Using a 5-fold
cross validation, each measure was trained on the
same 80% of the data, reserving the remaining un-
seenword pairs for testing. For the A(w1; w2) and
L(w1; w2) measures,� was set to an empirically de-
termined optimal value given the training set. The
set V1 wastaken to be S(w1) when calculating PSI M .

In the experiments, A consistently performed bet-
ter than C and L . The latter two, however, alter-
nated in which performed better. Overall, looking at
the averageof the KL-div ergencesproduceda signi�-
cant improvement over using confusionprobabilities.
Overall, the performanceof A(w1; w2) never achieved
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worse than 73% accuracy when disambiguating un-
seenword pairs.

6 The In ternet as a Corpus

In Section 3.2, we mentioned the approach by Mi-
halceaand Moldovan [14, 16] for using the Internet as
a sourcefor determining relevant colocations that are
then used for performing disambiguation. Overall,
this approach achievesmoderately high disambigua-
tion accuracy. This section goes into more details
about their method.

6.1 Scoring Senses from the In ternet

In Section 3.2, we mentioned many of the bene�ts
of treating the Internet as a giant corpus. One that
we did not mention is that is readily available for use
from a variety of platforms. Moreover, any bene�ts
in accurate web searching will transfer over to the
disambiguation process.

Mihalcea and Moldovan's approach to ranking
sensesbasedon search enginehits is elegant and sim-
ple. The generalalgorithm is as follows:

1. Takea verb-nounpair, V and N , and chooseoneof
them. In this case,we'll chooseV . Assumethat N
hasn senses/synsetsin WordNet: N1; N2; : : : ; Nn .

2. For each senses of N , consider the ms words in
that sense'ssynset: ws

1; ws
2; : : : ; ws

m s
and make the

search query Qs such that:

Qs = (V ws
1) OR (V ws

2) OR � � � OR (V ws
m s

)

or

Qs = (V N EAR ws
1) OR � � � OR (V N EAR ws

m s
)

3. For each query Qs, recordthe number of hits found
and rank each senses of N by the number of hits
found.

The approach caneasilybe modi�ed to determine the
sensesfor V .

In practice, Mihalcea and Moldovan found that
with the AltaVista search engine, both the OR and
the NEAR operators performed relatively the same
on verb-noun pairs. Moreover, they noticed with
both operators, the rankings were mostly consistent
acrossmultiple trials.

Table 3 shows the results of disambiguation for a
subsetof the SemCorcorpus[18]. In this experiment,

TOP 1 TOP 2 TOP 3 TOP 4
Noun 76% 83% 86% 94%
Verb 60% 68% 86% 87%
Adjectiv e 79.8% 93%
Adverb 87% 97%

Table 3: Precision results for the Internet method
reported in [14].

they consideredverb-noun pairs as well as adjective-
noun pairs and adverb-verb pairs (the above algo-
rithm is trivially re-augmented for other parts-of-
speech). Although the precisionsare not perfect, par-
ticularly for verbs, this method does do a good job
of excluding sensesthat are highly unlikely to be rel-
evant to the current context. In particular, the top
two rankings are enough to isolate the most likely
sensesfor adjectivesand adverbs.

6.2 Ruminations on this Approac h

In general,using the Internet asa corpus produces
remarkable results. As mentioned just now and by
Mihalcea and Moldovan, this method can provide
an e�ectiv e �rst pass to �lter out truly irrelevant
senses.When dealing with �ne-grained senses.This
was even demonstrated in the paper when Mihalcea
and Moldovan combined this method with their con-
ceptual density approach [14]. While precisions for
verbs, adjectives and adverbs was unchanged, noun
precision reached 96% when considering the top two
senses.

Still, the results of their experiments leave open
somequestions that merit further study. For exam-
ple, consider the di�erence in precision among dif-
ferent parts of speech. The higher performance of
adjectivesand adverbs could be either a property of
the English languageor it could be due to the way
adjectivesand adverbsare treated in WordNet. Sim-
ilarly , although their small experiment wasconsistent
acrossmultiple trials, there are many questionsthat
canbeaskedabout how the performanceof the search
enginea�ects results.

Finally, it is important to observe the one criti-
cal limitation of this method: Internet availabilit y.
While most computer systemshave online access,if
accessis constrainedat any point, this systembreaks.
In this caseof a smart dictionary as in Section2.3, it
is possiblethat the reading devicecould be in useon
an airplane or in a wirelessdead zone. Fortunately,
this limitation is independent of the actual remark-
able performanceincurred by treating the Internet as
a gigantic, quickly search-able corpus.
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Original WordNet Entry:
LEMMA: garden
GLOSS: a plot of ground where plants are cul-

tivated
SYNSET: garden, plot, plot of ground, patch

Feature Set:
f

garden, plot, ground, plant, cultivate,
plot of ground, patch

g

Figure 1: Feature setsfor senseNoun:1 from Table 2.

7 Lemma-Indep endent Pattern
Classi�cation

In this paper, the variousapproachesfor word sense
disambiguation have been trained on the word lem-
mas. Due to the vast sizeof our language,there are
limits to using statistical learning methods due to the
needfor scalability for training thesesystems.Fortu-
nately, the similarit y measurements in Section 6 and
the Internet-basedweighting in Section 7 have found
ways to circumvent this issue,but aswaspointed out,
there are limitations.

Another option to consider is �nding a feature to
train on that is calculated from a lemma but the end
results are independent of the lemma. This section
describesand evaluatesa lemma-independent pattern
matching approach for performing and/or boosting
disambiguation.

7.1 Feature Sets and Vectors

The �rst step to the lemma-independent approach
is to calculate feature sets from individual senses.
Figure 1 shows an example feature set created for
one of the noun sensesfor the lemma 'garden.' Es-
sentially , for each senseof a word, a feature set is a set
of words formed by a union of that sense'slemma, the
gloss,and synset. Common words, such as a, the, of,
etc., are then �ltered out, and all the words are then
morphologically simpli�ed (nouns are madesingular,
verbs are put in present tense,etc.).

Feature sets are not lemma-independent. To
make them independent of lemmas,the measurement
shown in Figure 2 is used. A particular word senseis
scoredbasedon how well its feature set matches up
with all the feature sets of a context word. Taking
the sum of the scoresis similar to how Mihalcea and
Moldovan's method in Section6.1 usesa search query
composedof all sensesof V .

This leads us to the lemma-independent feature
called a feature vector. A feature vector is an ordered
set in which each entry re
ects the feature scorebe-
tweena particular senseand a context word. Context
words are words with a window before and/or after
the word beingdisambiguated. For example,consider
the following sentence (from [7]):

-4
Boots which

-3
extended

-2
halfway up

his
-1

calves , and which were trimmed at

the
1

tops with
2

rich
3

brown
4

fur ,
completed the impressionof barbaric opulence
which was suggestedby his whole appearance.

The word in the box, 'trimmed,' is the word to dis-
ambiguate using a context window that extends four
non-trivial wordsbeforeand after 'trimmed.' Assume
that trimmed has two sensesin the dictionary being
used. For each sense,a vector would be calculated:

3; 0; 0; 0; 1; 0; 0; 1

0; 0; 0; 0; 7; 0; 0; 8

Considering the �rst vector, there is a strong
scorebetween the word 'boots' and the �rst sent for
'trimmed.' In the caseof the secondvector, the words
'tops' and 'furs' provide high scores.Note that these
two vectors do not hold any information that relates
them to the original sensesand context that were
used in their production.

7.2 Exp erimen tal Setup

The envisioned use of these lemma-independent
feature vectors is shown in Figure 3. When a word
needsdisambiguation, WordNet is usedto createfea-
ture vectors for each sense. Each feature vector is

Let w be a senseof the word being disambiguated
Let C be a context word.

int featureScore(Sensew, Word C)
score:= 0
F Sw := the feature set of sensew
for each sensec of C do

F Sc := the feature set of sensec of C
score:= score+ jF Sw \ F Scj

done
return score

done

Figure 2: Algorithm for measuring the interrelation
of two words in a document.
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Figure 3: Flowchart demonstrating the Lemma-
Independent Pattern Classi�cation method.

inputted to a classi�er (in this case,a Naive Bayes
classi�er) previously trained on labelled feature vec-
tor data. The classi�er returns a probabilit y distri-
bution indicating if the senseis valid or invalid given
the context. These probabilities can then be used
to rank the sensesin terms of their relevancy. The
readershould note that this functionalit y is the same
asthat wasdescribed for the smart dictionary in Sec-
tion 2.3.

To determine the e�ectiv enessof this approach,
two experiments were run: one for measuring pre-
cision, the other for measuring rankings. For both

SENSE
SET CORRECT INCORRECT
A1 871 875
A2 871 857
A3 871 860
B1 1034 1074
B2 1034 1017
B3 1034 1080
C1 946 951
C2 946 953
C3 946 917
D1 1016 968
D2 1016 1003
D3 1016 1030
E1 3867 3796
E2 3867 3854
E3 3867 3919

Table 4: Data sets for training and cross-validation.

of the �rst experiment, �v e documents were selected
at random from the Semantic Concordance[18]. Us-
ing WordNet [9] as the machine readabledictionary,
feature vectors were parsed from the documents for
all words that had been tagged with senses. These
feature vectors used a context window 20 words be-
fore and after the word being disambiguated. If this
window extendedbeyond the documents borders, the
o�ending context positions were assumedto be zero.
Becausethe Naive Bayes classi�er required training
data on both valid and invalid senses,feature vectors
were calculated for each senseof a tagged word. For
each of thesesenses,the following was recorded:

1. The part-of-speech (noun, verb, adjective, or ad-
verb) for the word

2. The feature vector for this sensein the current
context.

3. TRUE or FALSE depending on the validit y of
the sense

Part-of-speech was included since much of the work
mentioned throughout this paper indicated perfor-
mance di�erences due to parts-of-speech. To avoid
the issue of imperfect POS tagging, the POS tags
from the SemCordata wasused. Also, two versionsof
the data setswerestored. One version, the Weighted
version, capped all feature scoresat 8. The second
version, the Unweighted version, capped all scoresto
1, e�ectiv ely producing a binary feature vector.

SinceWordNet is a �ne-grained dictionary, the re-
sulting data setswereheavily weighted in terms of in-
valid senseentries (roughly 75%weretaggedFALSE).
To avoid over-�tting, random entries were selected
from each of the documents to produce the 15 data
setsdescribed in Table 4. For each data set, a 10-fold
crossvalidation test wasperformed. Aggregatepreci-
sionsresults are shown and discussedin Section 7.3.

As for testing the ranking abilit y of this approach,
data set E3 from Table 4 wasusedto train the classi-
�er. Then, two documents, both unique from E3 and
themselves, were disambiguated using the trained
classi�er. The ranking performance is discussedin
Section 7.4.

7.3 Precision Results

As mentioned, a 10-fold cross validation experi-
ment was run on each data set in Table 4 for both
the Weighted and Unweighted versions. Moreover,
di�eren t context window sizes were used. Table 5
lists thesedi�eren t windows in the �rst column. The
averageprecision performancesare also shown in the
table.
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Given the low �delit y nature of the feature vectors,
it is not surprising that the precisionresults are fairly
low. An initial surprise was the little e�ect the con-
text window had on performance. The only remark-
able performancedi�erences are for the two contexts
\-2 to 2" and \-1 to 1." In both the weighted and
unweighted versions,thesetwo context windows pro-
ducedthe highest (though not signi�can tly) precision
values. However, aswill be shown in the next section,
this comesat a high cost in terms of ranking.

One expected results was for the Weighted data
setsto havesigni�can tly lower precisionvaluesdue to
more training data being neededto learn all greater
variety of scores. In general, the unweighted results
are slightly higher than the equivalent weight results,
but thesedi�erences are not signi�can t.

One signi�can t result camefrom looking at speci�c
parts-of-speech. Only nouns and verbs were consid-
ered in isolation due to the small amounts of data for
adjectives and adverbs. When only nouns were con-
sidered,the precisionin the weighted and unweighted
data sets dropped into the range 55-59%. However,
when only verbs were considered,only the weighted
resultswerein the range55-59%.For the unweighted,
verb-only sets, performance jumped to 65-67%. On
average,this was an 18% increasein accuracy. This
performancecannot be explained due to imbalanced
data. All data sets contained roughly equal propor-
tions of nouns and verbs. Further study is warranted
to determine why unweighted, verbs-only performed

CONTEXT W UW
-20 to 20 59.4%(0.024) 60.3%(0.026)
-10 to 10 61.1%(0.026) 62.1%(0.029)
-5 to 5 62.8%(0.029) 62.8%(0.029)
-2 to 2 63.8%(0.031) 63.3%(0.032)
-1 to 1 64.1%(0.030) 63.4%(0.032)

-20 to -1 61.2%(0.029) 61.8%(0.029)
-15 to 5 61.1%(0.024) 61.8%(0.027)
-5 to 15 60.9%(0.024) 61.9%(0.031)
1 to 20 60.8%(0.027) 61.9%(0.027)

-20 to -10 62.4%(0.030) 62.8%(0.032)
-15 to -5 62.9%(0.027) 62.9%(0.030)
-10 to -1 63.0%(0.028) 62.9%(0.030)
1 to 10 62.7%(0.030) 62.9%(0.031)
5 to 15 62.5%(0.030) 62.9%(0.030)
10 to 20 62.7%(0.027) 63.0%(0.030)

Table 5: Mean precision results (standard deviations
are in parentheses)comparing Weighted (W) versus
Unweighted (UW) representations.

CONTEXT Top 1 Top 2
-20 to 20 28.28% 47.41%
-10 to 10 29.11% 48.12%
-5 to 5 29.98% 54.28%
-2 to 2 40.63% 73.91%
-1 to 1 56.96% 90.29%

Table 6: Ranking of correct sensesusing the un-
weighted representation for all parts-of-speech.

CONTEXT TOP 1 SIZE TOP 2 SIZE
-20 to 20 1.02 (0.15) 1.05 (0.33)
-10 to 10 1.06 (0.32) 1.13 (0.51)
-5 to 5 1.18 (0.65) 1.53 (1.35)
-2 to 2 2.04 (2.04) 3.12 (3.81)
-1 to 1 3.66 (3.95) 3.93 (5.41)

Table 7: Mean sizesof the top two ranks in Table 6.

so well comparedto the other tests.

7.4 Ranking Results

Table 6 contains the results for the second per-
formance. Becausethe �rst experiment showed that
both the context window and versiontype marginally
in
uenced the data, only a small subset of the col-
lected results is shown. The data re
ects the experi-
ments when all parts-of-speech were considered.

As can be seen,the probabilit y assignedto the cor-
rect sensedid not often place it in the top tier of re-
sults. This is a very disappointing results given the
target application of a smart dictionary. However,
for the two smallest context windows, appear to be
doing really well. As wasseenin the previoussection,
thesetwo windows also had higher precision results.

Table 7 shows the averagenumber of items in the
top two tiers. As it turns out, many sensesend up
sharing the sameprobabilities. In the caseof the \-1
to 1" context window, the top rank is shared by on
average3.7wordswith an outrageouslyhigh standard
deviation. Meanwhile, the larger windows tend to
be more restrictiv e, often placing only one senseper
rank. This makessensewhen onerealizedthat with a
smaller context window, there is a greater chancefor
the data to be inconsistent. Similar results occurred
when only nouns or only verbs were considered.

7.5 Discussion

Overall, the performance for the lemma-
independent method was disappointing. Still,
these results do show that there is someamount of
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clari�cation power found with the feature vectors.
It is foolish to consider that feature vectors alone
could solve the disambiguation problem. However,
if combined with the other methods discussed in
this paper, this approach could boost the overall
performance by working as a late pass �lter once
someof the senseshave beenomitted. Future study
is still warranted.

A necessaryavenue to come back to is the choice
for the classi�er. The Naive Bayesclassi�er was cho-
sen primarily due to time constraints. The indepen-
dence assumption neededby the Naive Bayes clas-
si�er is most assuredlynot valid. Preliminary stud-
ies with decisiontrees have not found signi�can t im-
provement. Given the wide variety of AI methodolo-
giesout there, plus the inherent semantic complexity
of the WSD problem, it is reasonableto expect more
powerful hardware to be necessary. Only continued
study will tell us what that hardware actually is.

8 Conclusions

Word sensedisambiguation hasall the classicprop-
erties of a good problem for computer scienceand ar-
ti�cial intelligence. It has a wide variety of desirable
applications. Humans do it really well, but comput-
ers are another matter.

This paper highlighted someof the current e�orts
at solving the word sensedisambiguation problem.
Multiple avenuesare continuously being explored. To
becomepractical, though, big challenges lie ahead.
Not only is better precision needed,but there is also
the needfor e�cien t scaling techniquesas well asbe-
ing able to use multiple, general purpose resources.
As was reported here, the �rst stepsare being made
in all three of those areas.
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