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Figure 5.2: LCX2-EM versus Assymetric AdaBoost.ECC in regards to test error
on the ten data sets (See appendix A ) .

the majority of the data sets tested here, it seems to be able to do well on
data sets with particular characteristics. For example, in these experiments it
did better than standard AdaBoost.ECC when the training error had not been
driven to zero and when the training error stayed dynamic from round to round.
LCX2-EM seems to allow the representation of more complex learning tasks so
perhaps this effect can be explained by overfitting, although the tests of this
algorithm did not show the characteristic signs of overfitting (i.e. a decrease of
test error followed by an increase). Instead, its test error generally continued

downwards but simply never got as low as the test error of AdaBoost.ECC.
Artificial Tests

To see if the motivating events for the algorithm were actually occurring, that
is wether the groups were actually being split into two groups based on some
difference between them that might make the respective groups “easier” to
learn, the algorithm was tested on an artificially grouped algorithm named

letter-groups. This data set was a subset of the letter-recognition data set
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that only included examples labelled A, B, C, X, Y, and Z. This data set was
altered such that all X examples were labelled A’s, Y’s were labelled B’s, and
Z’s were labelled C’s. If the intuition that inspired this algorithm was correct
then not only would the LCX2-EM algorithm perform better than the normal
AdaBoost.ECC on this data set but the EM process would also tend to group

the A’s and X’s (and so on) as different labels in the expanded set.

AdaBoost.ECC vs. LCX2-EM
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Figure 5.3: The test error on the letter-groups data set in which classes have
been artificially combined shows significant improvement for the LCX2-EM al-
gorithm versus the standard AdaBoost. ECC approach.

As shown in figures 5.3 and 5.4, this appeared to be the case for this short-
ened data set. Not only did the algorithm do better on the type of data that
originally motivated it as compared to the original algorithm (figure 5.3), but
it also largely succeeded in reconstituting the original groupings (figure 5.4).
In fact had its original goal been to reconstruct these groupings it would have
succeeded with error of only 17.28%. This seems extremely interesting because
it demonstrates a setting in which a learning algorithm is able to perform clas-
sification almost as a byproduct of the learning procedure.

For a larger sample I repeated the above procedure, this time using all
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Number of Examples
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Figure 5.4: This chart shows how the LCX2-EM algorithm expanded the original
three labels into six. Interestingly the algorithm seems to have largely recovered
the original labels of the examples, shown in parentheses.
26 classes in the letter-recognition data set and reducing this data set to one
that included 13 classes by combining the following pairings [AN, BO, ..., M Z].
Figures

Figures 5.5 and 5.6 show that a similar result was obtained on this larger
data set that seen on the smaller. Not only does the LCX2-EM algorithm
perform better than the standard algorithm on this data set, it is once again
able to reconstruct the original groupings fairly well. This time it would achieve

an error rate of 30.8% on such a grouping task.

5.1 Conclusion

The LCXIT class of algorithms described in this section seem to have a number of
interesting properties, especially when combined with Expectation Maximiza-
tion principles. The LCXI-EM version in particular is sometimes able to out-
perform the standard AdaBoost.ECC on which it is based and does especially

well on data that has been artificially grouped in some way - something that
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AdaBoost.ECC vs. LCX2-EM
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Figure 5.5: The test error on the full letter-recognition data set in which classes
have been artificially combined pairwise also shows significant improvement for
the LCX2-EM algorithm versus the standard AdaBoost.ECC approach.

1200

1000

800 -

600 -

Number of Examples

400

200

————

0

LI

D D@ OO O @O
QT 4 @ o 0;“ RIS

Majority In Created Class

W Incorrect Given Created
Class

@ Correct Given Created
Class

Figure 5.6: This chart shows how the LCX2 algorithm expanded the original
thirteen labels into six. Interestingly the algorithm seems to have largely recov-
ered the original labels of the examples, shown in parentheses. Notice that it
was unable to differentiate B’s from O’s.
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might likely occur in practice - and in the process of learning is able to at least

in part recover these groupings.



Chapter 6

Discussion and Conclusions

This papers began with several sections offering an explanation and empiri-
cal study of several multi-class boosting algorithms and then used the insight
and experimental results obtained therein to motivate several original improve-
ments. While none of the methods developed seemed to obviously improve the
state-of-the-art, a few, such as the LCXI-EM algorithm, yielded interesting ex-
perimental results that suggest they could be very useful in practice in certain
domains. Others, such as the OPC-IC and Attribute Weight codewords provide
simple alterations to current algorithms that may be of some benefit in practice.
The rest, while not offering something immediately useful in practice, explored
directions that might be of interest to others in the field who can hopefully learn
from where this project went wrong to develop new methods that do advance
the state-of-the-art.

For the author this project represented his first experience with true re-
search in which neither the approach nor the expected results are known in
advance. Nothing revolutionary to the field of machine learning may have been
discovered, but this project offered an excellent introduction to a number of
machine learning topics, the often gruelling but strangely exciting process of

real research, and the feeling of becoming closely connected with a long-term

20



project.

For all of these reasons, this project was a success.

o1



Appendix A

Data Sets

The data sets used in my experimental results were obtained from the UCI
Machine Learning Repository.[3] While the amount of information available for
each database varies, this section will outline the features of the various data
sets as well as possible. This will help connect the rather abstract learning
methods which this paper concerns with real, practical data.

Some data sets were not originally prepared with both a training and test
set and in these cases the sets were divided randomly into sets of size N and

1 . . .
3V using a simple Perl script.

Table A.1: Basic Information About Data Sets Used

Data Set Classes | Continuous Discrete Training Test
Name Attributes | Attributes | Examples | Examples
Glass 7 9 0 159 55
Iris 3 4 0 113 38
Image Segmentation 7 19 0 215 2,105
Letter-Recognition 26 16 0 15,104 4,896
Lung Cancer 3 56 0 25 7
Lymphography 4 0 18 111 37
Mechanical Analysis 6 6 1 7,014 2,240
Soy 30 0 19 290 393
Waveform 3 21 0 3,740 1260
Wine 3 13 0 137 41
Zoo 7 0 16 73 28

92
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A.1 Descriptions of Data Sets

A.1.1 Glass

The classes in this data set are various functions of glass and the attributes
are continuous values representing the amount of various elements that are

contained in the glass.

A.1.2 Image Segmentation

The examples in this data set are 3 pixel instances drawn randomly from a
database of seven outdoor images. The images were then segmented by hand
into classes of: brickface, sky, foliage, cement, window, path, grass. The at-
tributes represent various algorithms that have been run over the instance, such

as mean color and various geometric properties.

A.1.3 Iris

The examples in this class are drawn from four different types of iris and the

attributes are the lengths and widths of the sepal and petal.

A.1.4 Letter-Recognition

The examples in this class are derived from scanned images of the twenty-six
capital letters, that were then distorted to produce 16,000 unique training and
test examples. The attributes are 16 integer values that describe various aspects

of the images.

A.1.5 Lung Cancer

The data describes three types of pathological lung cancer but no information

is available as to what to what the attributes mean.
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A.1.6 Lymphography

The examples in this data set are of classes of results that can be returned
by lyphography work (normal, metastases, malign lymph and fibrosis). The
attributes various discrete valued attributes describing various characteristics

of the lump, such as dislocation and extravasates.

A.1.7 Mechanical Analysis

The classes in this data set are various types of faults that can occur in mechan-
ical devices such as “problems in a joint” and “mechanical loosening” while the
attributes are continuous values representing vibration levels are various points

on the mechanical device.

A.1.8 Soy

Deals with classifying disease in soybean plants. Attributes have names like
leaf-shread, precipitation, and stem. Classes are diseases such as Charcoal Rot

and Herbicidal Injury.

A.1.9 Waveform

This data describes three different types of computer-generated waves formed

by the combination of 2-3 base waves with noise added.

A.1.10 Wine

The wine data is a classification problem in which the goal is to determine from
which of three cultivars the wine originates. The data comes from a chemical

analysis of the examples.
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A.1.11 Zoo

In this data set the examples are various groupings of animals and the attributes
are mostly boolean valued characteristics such as wether or not the animal has

feathers or whether or not it lays eggs.



Appendix B

Nearest-Neighbor “Weak”
Learner

One of the first additions that I made to the Xboost software was the addition of
a new “weak” learner that implemented the single nearest neighbor algorithm.
Because most of the processing is saved until testing time resulting in a running
time of O(N?) for each round of the boositng process, this method was very slow
and the main purpose for implementing this learner was simply to familiarize
myself with the Xboost framework. Despite this it did seem to perform well on
some data sets, which suggests that exploring something similar to this but with
a more acceptable running time and a more “weak” nature could be productive.
Below is an example that shows the result of running the algorithm. It was able
to reach lower error rates more quickly (when measured in rounds of boosting
- actual time was much longer) than some of the other learners, but it soon
lost the initial lead that it held. In any case, these results are interesting and I
believe they warrant further investigation. It was unpractical to run too many
experiments with this learner because of the great amount of time required to
run even a few rounds of it.

Further investigation into ways of incorporating the advantages of this algo-
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Figure B.1: An example of the Nearest Neighbor algorithm on the Letter-
Recognition data set.

rithm without sacrificing speed seems warranted and in fact has been done: Fre-
und and Schapire investigated several improved versions of the nearest-neighbor

algorithm in [7].



Appendix C

BagBoost

Bagging (Bootstrap aggregating) is method for combining ”weak” learners that
shares some characteristics with boosting. During each round it chooses a ran-
dom subset of the training examples and uses those to train the weak learner.
The final hypothesis is created by taking a simple majority vote of the classifiers
generated during each of the rounds. [2] Notice that this differs from boosting
in that it neither weights the examples according to a distribution designed
to make the learning algorithms concentrate on ”"harder” example nor weights
hypotheses based on their errors on the training set.

While the method developed in this section is really just an adaption to
boosting, the motivation was to combine the ideas of bagging with those of
boosting.

The BagBoost algorithm presented here proceeds by choosing to exclude

some fraction of the training examples chosen uniformly from the training set

during each round. In practice this was set to %. As normal in boosting, the
learning algorithm is then used to generate a classifier based on the remaining
distribution on examples. Unlike in the normal boosting procedure, the per-
formance of this sub-classifier is then measured by testing it on the examples

that were excluded during this round. Intuitively, I thought this might better

o8
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simulate the generalization error drive this down, but unfortunately this didn’t
occur.

Although any boosting algorithm could be adapted in the manner described
above, for the experiments presented here the AdaBoost.ECC was chosen as the
base because it is the focus of this thesis.

Overall, I found that this idea did not work very well. Possible causes for
this arise from the characteristic of the algorithm that calls for some training
data to be excluded from the binary learners on each round, possibly hampering

the performance of the learner.
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