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Abstract tographers —itis truly akin to nding a needle in a haystack.

To make the problem tractable, we make the assumption

Given a community-contributed set of photos of a thatthe rate of photo acquisition is fast compared to the rat
crowded public event, this paper addresses the problem ofof movement of people. Given the exponential growth in
nding all images of each person in the scene. This problem the number of photos that people take, the assumption is
is very challenging due to large changes in camera view- not unreasonable and will become more and more plausible
points, severe occlusions, low resolution and photos fromover time. Further, there are a number of scenarios where
tens or hundreds of different photographers. Despite thesepeople are relatively stationary over large intervals wieti
challenges, the problem is made tractable by exploiting a (e.g., a football game, a graduation ceremony, etc.). We can
variety of visual and contextual cues — appearance, time-then restrict our search for a particular person in a small 3D
stamps, camera pose and co-occurrence of people. This paneighborhood and to photos taken close in time. Thus, this
per demonstrates an approach that integrates these cues t@roblem becomes a correspondence problem of the form of-
enable high quality person matching in community photo ten encountered in vision problems.
collections downloaded from Flickr.com. Wide baseline matching for rigid, architectural scenes
is relatively mature, even at large scale [1, 12]. However,
thepeople correspondengeoblem presents different chal-

This work addresses the problem of matching instanceslenges — people areonrigid objects, who articulate and
of people in images of crowded events. Examples of suchmove over time. Occlusion is severe in crowded scenes.
events include a football game, a graduation ceremony,Further, a particular “Waldo” appears in a small fraction of
weddings, parties, or even popular tourist sites that ape ph the pictures, as people are dynamic entities occupying the
tographed many times on the same day. For example, Fig-scene for a limited time interval. On the other hand, we
ure 1 shows several photos from a special event at Trafal-exploit the available contextual information (not avaitab
gar Square when it was brie y covered with grass. Upon in the Where's Waldo books!) to make the problem more
looking very closely, some of the same people can be foundtractable. Contemporary image formats contain additional
to appear in two or more of these images, even though theytags such as GPS tags, time stamps. Other forms of con-
were taken by four different photographers. Suppose | spect€xt include viewpoint estimation through geometric regis
ify a person in one photo (yellow box, upper left). Can you tration, social context manifested through the co-ocateen
nd her in all of the others? Now suppose that instead of of friends in each other's photographs, etc. We demonstrate
just a few images, there were hundreds or thousands of sucithat the task of matching people in crowded evesitlv-
photos? This task is akin to the popular Where's Waldo able when one exploits these contextual cues.
children's book, where the goal isto nd Waldo in each im- Our contributions are three-fold. First, we present a
age. Applications such as photo browsing and surveillancenovel formulation of people-matching in crowds as a gen-
would immediately bene t from the ability to mine event eralization of multi-view stereo, where a part-based appea
photo collections for all instances of a person. ance classi er is used to score correspondences rather than

This version of Where's Waldo is extremely challeng- a simpler pixel or window-based score such as normalized
ing due to large changes in camera viewpoint, severe occlu-correlation. Second, we show that this matching problem
sions, low resolution and photos from many different pho- can be signi cantly aided by the use of contextual cues

1. Introduction
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Figure 1: We seek to nd all instances of a speci ¢ person iam@é photo collection. Trained from a single image at the top
left, our approach correctly ndg of the5 matches shown above from a collectior282images.

(such as co-occurrence and time-stamps) enforced througl8.1). A 2D rigid part based color appearance model is learnt
a novel, global Markov Random Field (MRF) model. Fi- from this input (Section 3.2). We register the photo col-
nally, we provide an extensive manually labeled dataset oflection using the structure-from-motion system of Snavely
people matches for benchmarking purposes. et al[12]. We then use the learned appearance model to lo-

Related work on tagging people in photo collections has calize the person in 3D (Section 3.3). Given the location of
focused primarily on cases where face detection and recog-each person in 3D, we project the location into each image
nition techniques are applicable (i.e., posed, frontal-pho and restrict the search to a small neighborhood (assuming
tos) [11, 15, 16] and there are typically only a few people small person movement). Finally, in Section 3.4 we inte-
present. In contrast, we seek to nd matches in a sea ofgrate contextual cues (time stamp information, groups of
hundreds of people, and where face detection and recognipeople, etc.) using an MRF framework.
tion methods fail for the vast majority of cases. For exam-  In the paper, we denote a persondgyan image by and
ple in Figure 1, our nal system ndst of the5 matches  the time stamp of th¢" image byt;. Each persomp; is
among which no face is visible at all. We also note that manually marked in exactly one training imalge;;) -
prior authors have explored color models for matching peo-
ple [7, 11, 13], co-occurrence cues [6], and other contéxtua 3 Matching People
cues [8, 13] in other settings.

3.1. User Input

2. Overview . . .
We require the user to mark a single instance of each

The input to our system is a collection of photos corre- person to be searched. The location of a pergoim an
sponding to a single event and we aim to nd all matches of image is speci ed by clicking on two points in the image:
people marked by the user. We only require a person to bep; .,  the point of contact of the person with the ground
marked in a single image. The user speci es the person byandp;,.,, , the top of the head of the person. In addition, the
marking different parts (up t8) in addition to specifying  user speci es different parts (up 8) of the person by draw-
the location of the head and the bottom most point (Sectioning different masks (Figure 2b) which helps build a better
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Figure 2: User Input and Appearance Model.

color model as we describe in the next section.

3.2. Learning the Appearance Model

Conventional multi-view stereo methods use a pixel or
window-based feature for nding correspondence. Instead,
given a training image marked with part masks (Figure 2b),

we wish to learn an appearance model for that person which

we will use to nd correspondences. Building an accu-

rate appearance model is dif cult because people can vary
greatly in appearance due to changes in viewpoint, scale
occlusions, and exposure/radiometric differences in cam-
eras. We use a part-based appearance model inspired b

pictorial structures [4], where parts are restricted tarlia
2D rigid location with respect to a global coordinate frame
de ned bypi g  @NAP;,.q -

Color model: For each part, we learn a pixel-level RGB
classi er. We tried other features like image patches, SIFT
points, etc., but they do not perform well due to limited
training data, low resolution and clothes with low texture.
Speci cally, we create @D featurex; for each pixel,
consisting ofR; G; B values and their quadratic combina-
tions (RG;R?;:::). Labeling pixels inside a part-speci ¢
mask as positivesy( = 1) and those outside as negatives
(y; 1) (with a10-pixel band separating them), we learn
a logistic regressign classi er similar to [9] by computing
Wpart = argmin,, ; log(1 + exp( y;w'x;)). Such a

quadratic discriminant can also be obtained by directly es-

timating a Gaussian model for part pixels and for the back-
ground, but we found better results with a discriminative
classier.

Scoring a match: We wish to use the discriminative color
models to score a putative match de ned by a given can-
didatep? . andp] . inanewimage (Figure 2d). We
compute the isotropic scaling, rotation and translatiat th
alignsp? .~ andpf_ . with pi,,,, andp,, respec-
tively and warp the new image according to this transforma-
tion (Figure 2e). We then run the part-speci c classi ers on
the new image to obtain binary classi cation masks for each
of the parts (Figure 2f). Finally, we score the putative rhatc

2c). This also makes the approach less sensitive to the part
boundaries input by the user. Also, we surround the Gaus-
sian weights by a ring of negative weights so that blobs of
positively classi ed pixels are scored higher than homoge-
neous regions.

Occlusions: Parts are often occluded (e.qg., the right leg of
the person in Figure 2). A simple way to account for occlu-
sions is to de ne the overall score as the sum of the scores
of the individual parts. However, we expect some parts to
be more discriminating and reliable for matching. For e.g.,
a classi er for black hair is not very discriminating. This
would suggest a non-uniform weighting of the parts. We
experimented with weighing based on the training score but
observed that the following approach works well in prac-
tice. We simply assume that the rst part marked by the
user is the most reliable (usually the torso) and consttain i
to be visible while we allow for occlusions of other parts.
We de ne the overall score of a putative location as zero if
the score corresponding to the rst part is zero, otherwsse a

the sum of the scores of the three parts.

ffectiveness: We found that a globally-aligned, 2D rigid

art arrangement suf ced to capture much of the pose varia-
tion in our datasets. While such a model is not strictly pose
invariant, the parts usually correspond to body parts ,(e.g.
head, shirt, pants) which appear in roughly the same top-
to-bottom order in all photos. However, extensions to more
exible deformable models [4] should be straightforward in
our framework. We experimented with mixture models as
well to model multi-modal color distributions but logisiti
regression gave the best results probably due to its discrim
inative training. We also found the interactive de nitioh o
parts to be useful, as oftentimes a user could label multi-
colored shirts as multiple parts, which in turn allowed for
more accurate appearance models and matches.

3.3. Estimating the 3D Location of a Person

We try to localize the person iBD in a fashion similar
to multi view stereo. However, our problem is considerably
harder as people are not completely static and appear under
different poses (though we still restrict the search to allsma
3D neighborhood). Unlike window based or point features,
our appearance model is robust to small changes in location.
Further, we allow a small amount wfigglewhen searching
for the 3D position, as described below.

The problem amounts to estimating the 3D poats,,
andP; .., Wwhich project top;,.,, andpi,,,, respec-
tively in the training image. For now, assume that the ori-
entation of person in 3D is along the vertical. The vertical

by summing up the number of positively classi ed pixels direction in the scene can be estimated from a collection of
inside and immediately surrounding each aligned part. Inregistered photos [14]. Hence, given a candidate 3D loca-
practice, we use a Gaussian-weighted sum (with Gaussiansion P; ., along the backprojected ray through),,., -
centered on centroids of the part masks) where pixels in-P;, ., is estimated to be the point along the backprojected
side each aligned part are weighted more heavily (Figureray throughp;,,, that lies vertically above; ., (Fig-
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H (d(Piground ))2 i
ing the score bexp(———$%™——) whered(P; .., ) is

the distance of poin; ., " from the ground plane. We
used 4 =0:95 . The ground plane is estimated by spec-
ifying at least three corresponding points on the ground in
two images, though it can be automated.

Sensitivity to user input: The algorithm is not very sen-
sitive to user input, particularly the locationsmf_,, and
Pigons - LOCAtions of these points determine the similar-

Figure 3: Estimating the 3D location of a person. Given ity transform (scale, rotation and translation) to alige th
the location of person in an image and assuming that thetemplate with the candidate. This transform can be com-
orientation of the person is vertical, the problem reduces t puted correctly ifpi,.,, andpi,,,, areanytwo points in

a 1-D search along the back projected rays. the vicinity of masks as long as they are vertically aligned
(which is easy to ensure given the scene vertical). Af-

ter alignment, actual score is computed via the appearance
model which is robust to small localization errors (due to
Gaussian weighting). Hence, the actual locationp; Qf,
andpi,,.. only affects the height and ground priors which
are soft priors.
This observation allows us to handle cases when the per-
son is not standing/sitting vertically (e.g., lying on gnaoi).
In such a case, we just require the user to enter a point on the
Denote the set of all images by. Also, denote the  ground near the person and point vertically above it roughly
projection of a candidate pa(Pi,.,, ; Pigo. ) INtO IM- 3t height of the person. While it's possible to use a height
agely by (P, ,PX.., ), which is scored using the ap- prior that allows for both sitting/standing people, we siynp
pearance model as explained in Sec. 3.2. Denoting theuse a sitting prior by requiring the user to ingyt,, near
score of this candidate match By(pf;_, ; P, ),Wede-  sitting height. Again, any errors in this estimation willlpn
ne [ghe score of the candidate locatid¢®;,.., ; Pijon ) affect the height prior.
by | 2a Max(Si(pf,, ;P ) thresh; 0) where
thresh prevents very low scores from contributing. Also,
since people tend not to remain perfectly stationary, we al-  After previous step, we know the location of each per-
low some slack, i.e., we consider all candidate 3D locations son in 3D. Denote b$(i;j ) the appearance model score of
within a small neighborhood of the actual candidate loca- persorp; projected intd ;. One can do detection by thresh-
tion, and return the maximum score among them. In par- olding S(i;j ). However, we also wish to take into account
ticular, we consider a window of sizh  2h around the  contextual cues, namely
projected location wheré is the projected height of the
candidate location in pixels. Also, for very large collec-
tions, we obtained better performance by restrictingo

the set of images which have a time stamp close to that of ] o ] )
the training imagé, (i) Images which are nearby in time are likely to contain

the same set of people.

ure 3). The problem reduces to a 1-D searchHgy,,

along the back projected ray. We solve it in a fashion simi-

lar to multi-view stereo [10], i.e., we exhaustively coresid

all candidate locations and score each candidate by project
ing it into all other images and scoring the projection using

the appearance model.

3.4. Joint Re nement via MRF Optimization

People tend to appear in same groups, i.e., if a group of
people appear together in a few images, they are also
likely to appear together in other images as well.

Height Prior: For each 3D candidate location, we can cal- _ _ _
culate the 3D height of the person (in scene scale). We Towards this end, we de ne thaf nity between pairs
therefore impose a prior on the candidate locations basedf people, »(pi; pc), and af nity between pairs of images,

on expected height by multiplying the score obtained in the 1 (Ij;11). A higher value of (pi; pc) implies thatp; and
(i Pipeas Pigrouns Ji2 px are likely to appear together. Similarly, a higher value

. n)?
preylous step byexp( 23 ) where of (I;;1) implies thatl; andl, are likely to contain the
h is the average person height (in scene scale). A crudeggme set of people.
estimate of , is found by matching a single person manu-  efore we describe how we calculate these af nities, let
ally in two images yvhlle a more reliable estimate cc_JuId be s see how they are applied. We seek to label each person-
obtained from statistics on the average human height a”dimage pair(pi;1;) as either a positive or a negative detec-

i H -5
calibrating the scene. We sef = 3 n. tion while taking into account both the appearance model
Ground Prior: For scenes where most of the people are scoreS(i;j ) and the af nity cues.
sitting on a common ground plane, we constiip,,, to We model this problem as a Markov Random Field with

be close to the ground plane. This is enforced by multiply- a noden;; corresponding to every pafp;; ;) over which
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The nodes corresponding {@;; I (iy) pairs are hard-
wired to one. Similarly, the nodes where the appearance
model score is zero are hard-wired to zero. Further, if the
3D location of a person falls outside the viewing frustum
of an image, or if the projected height of the person is too
small, we remove corresponding nodes from the MRF.

The desired labeling is obtained by minimizing the fol-
lowing objective function with respect to the labelifigus-
ing Graph Cuts [2]:

Figure 4: Given theD location of each person, the prob- E($)= X Ul )+ X X (THIED) (4)
lem reduces to deciding whether a pergpmccurs in im- ! v
agel; which can be visualized as a binary labeling problem

over a2D grid. We incorporate grouping priors by adding

edges to the graph for pairs of people who are likely to ap-
pear together and for pairs of images are likely to contain
the same set of people. These edges are shown for a sing|
node in the above gure with weights being proportional to

the strength of the priors. We model these correlations via
an MRF and solve for the MAP labeling. Conf(nj ) = min|, 0 E($) min, 5 E($) (5)

i i 9o
We use the MATLAB implementation of Graph Cuts
made available by Fulkerson et al. [5]. We also compute the

con dence Confn; ) of each detection using the following
gquation which can be computed by running a graph cut for
each node [3]:

Computing Af nities:  Computing image af nities is
we want to compute a binary labeligg If I denotes the  straightforward. Images closer in time have higher af nity
label of noden; , I 2 f0;1g wherel; = 0 represents a
negative detection arl§ = 1 represents a positive detec- i tyoi?
tion. Each node is connected to all the other nodes in the 1(Ij51j0) = a1 2 (6)
same row and column (Figure 4 shows these connectionsyhere we used; = 2 and ; = 0:03, with time being mea-

for a single node). The penalty for labeling two nodes dif- sured in minutes. Further, we multiply the af nity above by

ferently is de ned as a constant factor if they are taken by the same user (a factor
of 4 was found to work well).

< plpiipo) if j =0 We compute p(pi; pY) as follows. IfD; denotes the set

P(njinigo)= . 1 (Ij;1j0) i i=1i% (1) of images that are known to contgin we de ne ,(pi; p9)
: 0 otherwise as
The pairwise potentials in MRF are de ned as p(Pi; Pio) = 2M ©)
IDij + |Dioj
_ B 0 it 1 = ligo However, we do not knovD; other than the fact that
(lij sTigjo) = P (njj ;Nisjo) otherwise @) lv iy 2 Di. Hence we use an iterative approach inspired by

EM methods. We initialize ,(p;; pio) using the above de -

In addition toS(i;j ), we also comput&(i;j ) which is nition whereD; = fl ;yg. We run the MRF optimization,
the ratio ofS(i; j ) to the second highest score in the window compute the new detections and then update the af nities
which is at leash pixels away from the location with the according to the new detection and re-run the optimization
highest scorelh( is the projected height of the person). We to get the nal detection results. We found that running the
use the appearance model scB(gj ) and ratiosR(i;] ) to MRF optimization2-3 times while updating af nities is suf-
de ne the unary potential as follows cient. Moreover, we keep the consta@tused in Eq. (3)

high for the rst iteration to get a conservative set of detec
o o ) tions to estimate ,(p;i; pio). 2 = 0:1 was found to work
u(ly) = R@J)(C S(i] )()) it 1y =1 @3)  wellin our experiments.
otherwise

whereC is a constant that we choose. IntuitivelyRfi;j ) 4. Results

is high, we want to weigh the corresponding unary potential We consider three datasets for evaluation, all down-
more. R(i;j ) is clamped above t80. Similarly, a higher loaded from Flickr.

value ofC means that a high&(i; j ) is required for a node Dataset 1contains34registered photos taken by a single
to be labeled a positive detection. photographer at Trafalgar Square on N2 , 2007,
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Figure 5: An example set of matches. There are cases with

) . . @ (b)
high occlusion and very low resolution.

Figure 6: Dataset 1 (a) Results for individual people (b)
Precision-recall curves. In addition to the performance of
the appearance model score and the MRF optimized so-

Square taken on Mag5™h , 2007. These images come from lution, we also show the precision of random guess. The
89 different users and épan a larger time window (from lower horizontal line corresponds to the case when we ran-

morning to evening), making true matches rarer. Figure 1 90MIy guéss an image to contain a person with a probabil-
shows a few typical images from this collection. ity equal to the probability of occurrence of true matches.

Dataset 3contains45 images taken during an indoor The upper horizontal line shows the performance of ran-
event ~HackDay London 2007The photos are taken over dom guess with 3D information, i.e., it checks whether the

two days and come from9 different photographers. 3D location of the person falls outside the view frustum of

We also used the time-stamps associated with the pho-the Image or if the projection is too small,

tos, corrected for timezone offsets by adding the diffeeenc
between the timezone of the venue (London) with the time-
zone of the user.

Dataset 2 contains282 registered photos of Trafalgar

4.1. Preparing Ground Truth Data

To evaluate our results, we manually created a “ground
truth” for each dataset. However, nding matches in these
photo collections which contains images like those shown _
in Figure 1 is hard even for humans. Since the photos areFigure 7: An example where system ndsnatches for the
registered, we can assist the user in nding matches for theP€rson on the left all of which are correct. Note that while
purpose of creating the ground truth dataset. The usesstartthe training image here was a back pose, all the matches are
by marking a person in an image. Then the user is showns!de_ poses. The four crops on the right also come for images
all the images one by one with the epipolar lines drawn and similar to the three shown._ HoweV(_er, there are tvvp missed
he/she only needs to look for a match near the epipolar linesMmatches as well (bottom right) which can be attributed to
Once a match is found, the 3D position of the person can behigh degree of occlusion and severe pose change.
triangulated and the user is then shown the location of the
projected points instead of the epipolar lines and he/she ca
then scan for matches in the neighborhood.

There is a high degree of occlusion in these datasets, but The full set of results are provided in the supplementary
acase is labeled as a positive whenever the human is sure irmaterial. For veri cation, we consider a detection correct
respective of the extent of occlusion (Figure 5). Also, whil if the distance between the center of the detected location
our approach assumes that the people do not move abouand the center of the true location is less thaBb times the
much, our ground truth includes all matches that the hu- height of the person in that image.
man operator was able to nd using our assisted method, in- Dataset 1 (34 photos):The ground truth had6 differ-
cluding cases where the subject moved outside algorithm'sent people and a total d80matches. The estimated 3D lo-
search radius. Such cases are never detected by our algaation is veri ed by triangulating the ground truth matches
rithm and always count as false negatives. However, we(whenever there exists suf cient baseline) and was found to
only came across a few such cases implying that they arebe correct for all people.
either rare in these datasets or are extremely hard to spot. |  Figure 6a shows the results for individual people while
fact, even the assisted matching is quite hard to do manually6b shows the precision-recall curves (True positive, wrong
and our approach sometimes uncovers matches which weréocation in Figure 6a refers to cases where the image was
missed while preparing the ground truth. correctly identi ed to contain a speci ¢ person but the lo-

4.2. Evaluation
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@ (b) @ (b)
Figure 8: Dataset 2 (a) Results for individual people. (b) Figure 10: Dataset 3: (a) Results for individual people. The
Precision-recall curves. While the number of false posstive last two bars correspond to the cases where the 3D localiza-
may seem high, they only form a very small fraction of the tion failed. (b) Precision-recall curves.
total number of images. The dif culty of this dataset is il-

lustrated by near-zero precision of random guess in cdntras
with the other datasets. The estimated 3D location was found to be correct for all

but 2 queries (which belonged to the same person). How-
ever,6 people in the dataset were located in an elevated part
of the scene and hence the ground plane prior had to be
turned off for them.

Figure 8a shows results for individual people while Fig-
ure 8b shows the precision-recall curves. The number of
false positives may seem large but this is a much more chal-
lenging dataset as shown by the near-zero performance of
the random guess. Contextual cues are especially helpful in
a large dataset like this as illustrated by Figure 8b. Figure

Figure 9: The system retrievésmatches for the person Shows an example result. o N
marked in the image on the lef6 of which are correct. Contextual cues encourage people with high af nities to
One can again see that these are very hard to retrieve dughare detections among them. A side effect is that false
to occlusion, pose changes, illumination changes and lowPositives and false negatives are also shared. More user in-
resolution (the sizes of the crops are roughly proportional t€raction may be helpful here, i.e., correcting a match for a
to the scales at which they were found). One of the missedSinglé person may correct it for a number of other people

matches has extreme occlusion. The false positive is due tS Well. Another side effect of these cues is that they try to
presence of a similar color. hallucinate the person in casesldf0%occlusion, i.e., if a

certain set of people are believed to be in a group (have high

af nities between them), then the system may try to hallu-
calization was not correct). The green dot corresponds tocinate a detection for a certain person if the other people in
the MAP solution while the complete curve for the MRF the group have been detected even if there is little evidence
solution is drawn by using the con dence values from Eq. 5 from the appearance model.
as scores. To show the improvement, obtained by the con- For people with duplicate training images, their detec-
textual cues, we also show the curve corresponding to us+ions are highly correlated. However, the performance is
ing the appearance model alone. Precision of random guesbetter when the training image is of higher resolution.
is also shown (see Fig. 6 caption for details). Recall re- Dataset 3 (45 photos): This dataset is quite different
mains less than one in the plot as detections with incorrectfrom the other two and is captured indoors. While the
localization are considered as false negatives irrespeeofi matches here are of higher resolution, the problem is made
the threshold. Figure 7 shows an example result from thisdif cult by a lot of people wearing similar clothes. While
dataset. The detections include dramatic pose changes andne is likely to benet by integrating in face recognition

occlusions. cues in such cases, we demonstrate that our approach still
Dataset 2 (282 photos):The ground truth for this par-  recovers good matches.
ticular dataset haS7 people with244 matches. We pur- The ground truth hadl6 people with a total of56

posefully include a few duplicates, i.e., we marked the samematches. The 3D location estimation failed ®of the 16

person in two different images to evaluate how the choice people. Both were wearing black clothes, and Figure 12 il-
of training image affects the results. In total, there &te lustrates why our algorithm fails. However, in spite of the
unique people. incorrect 3D localization, the contextual cues were able to
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This paper presented an approach for matching people in[12]
photos containing hundreds of people, a task dif cult even
for humans. As future work, we would like to relax the
assumptions we make. An important extension would be ;3
to allow for large motion, and perhaps the ability to track
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point the temporal density of photos is not high enough to
do this reliably. More powerful appearance models learned[14]
from multiple training images which model humans more
accurately would allow one to use larger search neighbor-[15]
hoods. In spite of these assumptions, we have seen that
our approach gives good results in a number of challenging
and common scenarios and its potential use will continue to
grow as the quantity of photo uploads increases. [
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